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Abstract 

 
This thesis documents and evaluates some techniques that might be used to build a consolidated 
log collected from certain Windows Services at runtime. The purpose of this is to eliminate the 
time that is needed today by the systems management staff when a root cause of failure is to be 
located. 
 
Several issues make it difficult to locate the root cause of failure. Due to very heterogeneous 
systems, their logs and locations are very different and non-standardized. This makes it difficult 
to compare the logs and it often requires special knowledge to interpret their contents.  
 
Dynamic probes can be used to collect runtime data from running systems to determine their 
runtime behaviors and states. Information about runtime behaviors and states of the systems is 
useful as a foundation of a common and consolidated log with a standardized content and such a 
log will make it easier to compare and analyze the data from the failed systems.  
 
It will also make it possible to augment the log with metadata that might describe the recovery 
actions that are needed to reestablish the systems from their bad states. In this way the systems 
management staff will need less time for analyzing and comparing error logs, and knowledge is 
only required in order to understand the consolidated log. 
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1  Mo t i v a t i o n  
Today’s systems management is characterized by many systems that are monitored and 
managed individually, which is based on my own observations and experiences from my 
previous jobs inside systems management.  
 
The systems used in an IT infrastructure today are often based on a Microsoft client- / server 
installation, where the server-side software often is a Windows service because it keeps running 
even that no user or administrator is logged in at the central console although Linux, Mac and 
UNIX daemons works similar to Windows Services.  
 
Some of the systems that are running as Windows services are FTP –, SMTP and Web server 
daemons of various kinds, Antivirus programs, databases among others. Each of these systems 
owns their own log (or even logs) that typically have their own syntaxes and / or semantics. This 
requires the IT staff to achieve special knowledge of each system and it makes it difficult to 
compare the logs and analyze them. 
 

 

Figure 0: Screen prints of live logs for a SMTP daemon that uses various sources such as Windows 

Event viewer, a database table and a built-in log tool. 

The types of logs are very heterogeneous as outlined above where they all are derived from a 
lost connectivity event as the root cause of failure; in general it varies from the Windows Event 
viewer, different kind of log files or even built-in logs stored into its respective application 
database. The information stored in these logs might be expressed with different syntaxes and / 
or semantics which makes it difficult to identify and compare errors and determine their 
severities.  
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The content of the logs various from application to application, but it is typically information 
about Windows services that cannot start or have stopped stop due to failures such as lost 
connectivity of some kind, low resources available among others. It does neither include any 
description of the error codes except some few short messages nor any concrete actions needed 
to recover the respective systems from their bad state. 
 
A system might have either one or several logs. When a system fails, it is difficult to know 
which log to inspect to find the root cause of failure. Due to my experience in the field, it is very 
time consuming to analyze the logs and the correct log is rarely analyzed the first time. 
Analyzing a root cause often starts with Windows Event Viewer, which is followed by 
identifying the respective log files to which the locations often are unknown.  
 
A way to solve this might be to consolidate the log data. Consolidation (or data consolidation) is 
the procedure through which you install a central data storage unit to keep all databases easy to 
access. Consolidation is not unlike data center migrations but the focus is on having the files or 
data in a specified location rather than actually moving them around. With respect to this 
informal description and according to my opinion a consolidated log can be defined as outlined 
in the definition below. 
 
Definition A consolidated log is a central log that merges data from several sources 

(logs) in a homogeneous and standardized format. 

 
The introduction of a consolidated log has the goal to save expensive time. The reason for this is 
that it prevents the search of logs in various locations and analysis of wrong logs by 
conceptually placing all log information at one place. The knowledge of different systems and 
especially their proprietary error codes are no longer needed. Assigning each error codes an 
alias make them easier to understand and it allows a common syntax. Secondly, errors can be 
grouped by assigning the same alias to several errors that might even come from different 
systems and basically have the same meaning. The aliases can further be related to the necessary 
recover actions that are needed to reestablish the failing systems from their bad state. 
  

 

Figure 0a: Screen print from the proof of concept constructed in this thesis with live data   
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In other words, consolidating the log information and standardize the content will make it easier 
to compare and analyze the data. The reason for this is that a consolidated log can be expressed 
with a common syntax and it can be augmented with additional information such as error 
descriptions and recovery actions. In this way it does not require knowledge for each system, 
but only knowledge related to the information populated by the consolidated log. 
 
App. name Alias Event Severity Action 

Sample 
service 

Normal operation Database Writing Info None 

Sample 
service 

Database 
connectivity 

Database Error Error Stop database instance. 
Check cabling. 
Start database instance. 

Sample 
service 

Normal operation File Writing Info None 

Telnet server Normal operation Telnet Sign on Info None 
Telnet server Normal operation Telnet Signoff Info None 

Table 1: A simplified example of a consolidated log that illustrates (by classifications) how events 

can be categorized into types that are related to a set of actions 

Secondly, it might become easier to generate a generic rule set based on one common log 
instead of several logs and the augmentation and mapping of recovery actions becomes also 
easier when all errors are expressed by the same semantic. Instead of categorizing the errors 
within their respective severities across multiple log files, it becomes easier when all errors exist 
in the same log. The taxonomy above shows how the errors (expressed by states) are 
categorized within their respective severity and related to the required recovery actions (see 
table 1). 
 
The primary motivation of this thesis is therefore to make it easier for the systems management 
staff to manage the systems by introducing a tool or a proof of concept that demonstrates some 
techniques that can consolidate and standardize the existing log information where possible. 
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2  P rob l em  s t a t emen t  
The evolution inside the computer industry moves slowly toward autonomic computing. This is 
primarily seen within systems-management, where management of computers becomes more 
centralized and the tools that are used become more integrated. In [2, p. 1] from 2007, it states 
that autonomic computing has in five years evolved into a new sub discipline of computer 
science. 
 
Dealing with autonomic computing also deals with a 5-step autonomic axis [3, p. 6] that is used 
to categorize the autonomic systems into one of the five levels, where the systems move up a 
level when it gets more autonomic. 
 

AUTONOMIC AXIS 

Autonomic Manage components dynamically by business rules. 
Adaptive Correlates data and take the necessary action. 
Predictive Correlates data and recommends actions. 
Managed Consolidation of logs through management tools. 
Basic Manual and non-autonomic systems. 

Table 2: The autonomic axis (cf. [3, p. 6]) 

The axis illustrates the evolution to a certain degree, where the end of the axis has not yet been 
reached. In another word, this does also mean that today’s systems might become even more 
autonomic, but that evolution depicts additional requirements both for the systems themselves 
and the corresponding environments. 
 
The reason why dealing with autonomic computing, even this thesis does not directly address 
this subject, is that consolidated logs are placed on the managed level, on the autonomic axis. In 
other words, consolidated logging can be used in conjunction with or as a foundation for 
autonomic systems, and that is also the reason why autonomic systems are introduced and used 
in this thesis. 
 
Inside system-management the IT staff has logs for each subsystem such as log files, Windows 
Event Viewer and logs in application databases. Each log must manually be analyzed and they 
are often difficult to compare due to the facts that logs often have different syntaxes and for 
some systems also different semantics. In other words, they are based on manual and non-
autonomic systems due to the facts that they have individual, non-consolidated and manual logs. 
The problems with the heterogeneous logs can be solved in two ways; a post method such as 
data mining or runtime generation of one common and consolidated log by the help of probes1 
[4, p. 2].  
 

                                                      
 
 
 
 
 
1 Probes are generally defined as small, constrained, noninvasive pieces of code which get injected into 
the target system. 
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Hypothesis 
A running Windows service injected with dynamic probes is able to 

generate real-time trace information, such as method calls, that can be 

used as a foundation for a consolidated log. 

 
A user is able locate the root cause of failure and repair a failing 

Windows service by the help of application alerts and recovery 

procedures from the consolidated log within one hour.  

 
The hypothesis described above is closely related to one of the six general quality attribute 
scenarios [1, p. 74 - 94]. The particular quality attribute scenario is the one that is related to 
availability, which is illustrated below. 
 

 

Figure 1: General quality attribute scenario for availability 

Secondly, the second part of the hypothesis can be expressed as a quality attribute scenario with 
relation to usability. It makes it measurable to test whether it is true or false. This is done by 
dividing the hypothesis into five parts and omitting the sixth part, which is the environment. 
 

A user[source] is able locate [stimulus]the root cause of failure and 

repair a failing Windows service [artifact] by the help of application 

alerts and recovery procedures [response] from the consolidated log 

within one hour [response measure]. 

 

 

Figure 2: Hypothesis expressed as quality attribute scenario 

 
These quality attribute scenarios are used as the foundation for this thesis, which means that this 
thesis will look into the perspectives that are related to the incorporation of probes in a 
Windows Service. The probes generate traces with method calls from which the applications 
behavior can be derived. This can be, but does not necessarily have to be, combined with 
performance information i.e. processor and memory usage.  
 
It gives the ability for both systems management and systems engineers to analyze the 
applications at runtime when an application does not behave as expected while the log tells what 
the application has been doing.  
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In other words, this means that the thesis will look into the following perspectives that relate 
either directly or indirectly to the themes described above. 
 

• An overview of the existing monitoring and autonomic approaches. 
• A walkthrough of some logging techniques such as dynamic probes [12] and event 

mapping techniques [15] will be described. 
• A walkthrough of techniques used for instrumentation of applications with compile-

time weaving and runtime weaving, but primarily focusing at runtime perspectives. 
• A prototype that shows how a consolidated log can be generated by the use of data 

collected by dynamic probes and predefined metadata. 
• Central source snippets and relevant design decisions will be facilitated.  

 
 

2.1 Delimitation 
This thesis will only deal with a prototype (from now on called proof of concept) that 
demonstrates the techniques and subjects depicted above. In other words, it is not the intention 
to implement a fully functional application or framework for commercial use. Secondly, the 
thesis will primarily be targeted for standalone target applications, but it does not necessarily 
restrict the techniques not to be used for target application in a distributed environment. 
 

• An architectural description does not include a detailed design. It does only include 
architectural views.   

• This thesis will primarily be centered on the generation of one common log by the use 
of probes even that data mining is another option. The reason for this is that probes are 
one of my personal research interests. 

• This thesis will not be dealing with integration of performance information even that it 
has been stated earlier as an option. 

• This thesis will not be covering all kind of services, but only services that are similar to 
those described in this thesis. 

• The proof of concept will not be dealing with (online) generation of rule sets to be used 
by the autonomic components or automatically firing of recovery actions against the 
target systems even that components with such responsibilities are included in the 
architecture. 

• The work of this thesis is primarily centered on the managed level on the autonomic 
axis (cf. table 2) and the runtime generation of data that is required for this level. 

 
The proof of concept will not be targeted for several platforms. In other words it will not be 
platform independent, but only targeted for the Windows 32 bit platforms. Secondly, the thesis 
will primarily be targeted for the C++ language due to the facts that the source of many (older) 
applications is in that particular programming language.  
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3  Ba ckg round  
In this section the subjects of this thesis will be introduced. An introduction to the autonomic 
computing, the autonomic axis and the trends within this subject will be depicted respectively. 
This will be followed by some techniques that can be used to collect data from the running 
target application, an efficient mapping technique for categorizing the collected data.  
 

3.1 Method 
To demonstrate the hypothesis of this thesis a few aspects has to be outlined. Before the initial 
research can start it is necessary to build a foundation for the research. When the theoretic 
background has been outlined, a minimal sample application and a proof of concept will be 
constructed. After the constructions, it is finally time to evaluate the proof of concept. 
 

 

Figure 3: The process used in this thesis  

3.1.1 Theoretical research 
In the research part of this thesis the autonomic systems will be introduced and some of the 
primary techniques that are central to the parts of the prototype will be outlined. This will give 
the basics of a theoretical foundation that will make it easier to understand and interpret the 
problems within the domain.  
 
To form a starting point from where the proof of concept must start; in section 3.2 it introduces 
some architectural approaches targeted for autonomic systems, in section 3.3 it states some 
instrumentation techniques that hopefully can be used to collect data from a running system and 
finally in section 3.4 it depicts some efficient mapping techniques that can be used when 
categorizing the data.  
 

  



13 
 

3.1.2 Sample application 
To demonstrate the proof of concept and the validity of the hypothesis, a tiny sample application 
will be constructed. The sample application will be formed as a Windows Service. The reason 
for this is that most of the server-side applications to be monitored are Windows Services. 
Secondly, a third-party Windows Service (cf. section 3.1.3) will be used in conjunction with this 
sample application and with the same purpose. 
 
This thesis will not include a description of the structure of the sample application. The reason 
is that we are actually not interested in the structure, but only to collect data from certain events. 
This does not mean that the structure is irrelevant because events, such as performance issues, 
can be related to the structure, but this part has just been omitted in this work.  
 
The sample application will implement a few use cases that access file and database resources. 
These scenarios can be used to generate a foundation for relevant rule sets that can be used for 
demonstration purpose. In other words by the help of small Windows Services the generation of 
log information similar to the example described in the motivation (cf. section 1) becomes 
possible.  
 
The sample application is only for limited use and it does only create connections to storages 
(such as a file and a database), writes to them and finally closes them properly. When producing 
log information, it is primarily based on two scenarios; a scenario under normal operation and a 
scenario that causes errors i.e. by preventing access to the storage. 
 
The log information that has been generated will further be used to demonstrate how it can be 
used together with the proper metadata to manually recover the sample application from a 
certain bad state. 

 
3.1.3 Third-party Windows Service 
To make the proof of concept more authentic an additionally Windows service has been used to 
generate log information from several sources. This will also illustrate that the proof of concept 
can handle multiple Windows services as well as it can handle Windows services from third-
party providers.  
 

 

Figure 4: Demonstration of third-party Windows service 
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The third-party Windows Service that has been chosen is downloaded from codeproject.com. It 
can be downloaded from [U4] and it is called NT Telnet server and client.  It is a tiny Windows 
Service made in the C++ language.  
 
The Telnet Client view is a class derived from CView that implements a telnet client session 
with history. It can be useful in building a remote administration tool or a full-blown telnet 
client.  The Telnet Server is an addition to the client above with a complete Telnet Server 
(daemon) included. It is a single user server; only one session at a time can be running.  
 
In other words, the purpose of the third-party Windows service is to demonstrate that other 
Windows services than self-made Windows services can be used and to demonstrate the use of 
probes in a more authentic way by feeding the proof of concept with input from several sources 
because the hypothesis states indirectly that the proof of concept must handle several Windows 
services.  
 

3.1.4 Proof of Concept 
The proof of concept is essential for this thesis and the work behind. It will be developed in two 
cycles; the first cycle is to demonstrate the instrumentation techniques. The second cycle is to 
build upon the work from the first cycle by categorizing the collected data and building a rule 
engine that demonstrate simple rule sets applied on the sample application. Opposite the sample 
application, the goal of the architecture will be depicted and the architecture will be outlined 
from different perspectives and architectural views as described in [1].  
 
Finally a short evaluation, which can be used to evaluate against the hypothesis, and a 
description of the usage will follow-up on the proof of concept to highlight missing gabs, 
discrepancies and the appropriateness’s of the techniques.  
 

3.2 Autonomic systems 
The hypothesis (cf. section 2) depicts that a running Windows service injected with dynamic 
probes is able to generate real-time trace information, such as method calls, that can be used as a 
foundation for a consolidated log. 
 
In relation to the autonomic axis (cf. table 2, section 2), it depicts that consolidated logs is 
placed on the second level, which is also called the managed level on the autonomic axis. In the 
other words, consolidated logging can be used in conjunction with or as a foundation for 
autonomic systems, and that is also the reason why autonomic systems are introduced and used 
in this thesis. 
 
A summary of the autonomic systems is depicted to achieve a better understanding of 
autonomic systems and their architectures. The five levels of the autonomic axis are described 
with relation to the regular systems. This is continued by a three-layered reference model that is 
used when summarizing some of the existing approaches. During the walkthrough of the 
existing approaches, they will be related to the autonomic world and classified in relation to the 
three-layered reference model. 
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Inside the system-management industry autonomic systems become more and more widespread. 
Different vendors come with their own system that makes it easier to monitor the individual 
systems, but even though many vendors have made their own autonomic features to ease the 
administrator’s job and many autonomic components have been build, but not yet in a large-
scale and fully autonomic computing system [2, p. 18]. 
 

What exactly are self-managed systems? The vision is of systems which 

are capable of self-configuration, self-adaptation and self-healing, self-

monitoring and self-tuning, and so on, often under the flag of self-* or 

autonomic systems [7, p. 1]. 

 
In general autonomic computing systems have several important self-management properties 
that will characterize all fully autonomic computing systems: self-configuration, self-healing, 
self-optimization and self-protection.  
 
To categorize systems in the “autonomic world” IBM has spearheaded the autonomic axis that 
categorize the systems in five levels. Each of these levels represent a more advanced and refined 
system. These five levels are illustrated in the taxonomy below (cf. table 3). 
 
Systems that are categorized at the fourth and fifth level must have all of the self-* properties to 
achieve its respective goals as decision making and being business policy driven. Note that due 
to the facts that the systems are often referred to as self-* systems, when they have some of the 
self-* properties. In other words, systems at the fourth and fifth level are referred to as self-* 
systems. 
 
AUTONOMIC 

LEVEL 5 

Integrated components 
dynamically managed by 
business rules / policies. 
IT staff focuses on enabling 
business needs. 

Business policy drives IT 
management. 
 
Business agility and resiliency. 

AUTONOMIC 

ADAPTIVE 

LEVEL 4 

System monitors, correlates, 
and takes actions. 
IT staff manages 
performance against SLAs. 

IT agility and resiliency with 
minimal human interaction. 

 

PREDICTIVE 

LEVEL 3 

System monitors, correlates, 
and recommends actions. 
IT staff approves and 
initiates actions. 

Reduced dependency on deep 
skills. 
 
Faster and better decision 
making. 

 

MANAGED 

LEVEL 2 

Consolidation of data 
through management tools. 
IT staff analyzes and takes 
actions. 

Create system awareness.  
 
Improved productivity. 
 

 

BASIC  

LEVEL 1 

Multiple sources of system 
generated data. 

Requires expensive, highly 
skilled IT staff. 

MANUAL 

Table 3: The 5-step autonomic axis spearheaded by IBM [3, p. 6] 
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The basic / first level is a trivial and all systems can be categorized into this level while this 
level does not require any degree of autonomous. The managed / second level deals with 
systems that consolidate the data through management tools. This level often corresponds with 
the autonomic features that are made by the vendors as introduced earlier (cf. section 1). The 
third level is based on the second level, it analyses the data and recommends the relevant 
actions. The forth level is based on the two previous levels. Based on the data that has been 
collected and the recommended actions, the system will actually do the action at this level. The 
forth level is also the second highest level and taking the step to highest level is one of most 
complicated steps. The complexity of its requirements for the fifth level includes dynamically 
integrated components by business rule policies.  
 
From an architectural perspective these five levels can be mapped into an architectural 
approach. The lowest level is a “normal” system with no explicit requirements related to self-* 
properties. The second level is an operational level that takes care of component control and 
collection of data. The third and fourth level is the tactic level that interprets and executes the 
plans. The fifth level is generating the plans due to time consuming computations to achieve 
some high level goals. 
 

It’s easy (and true) to say that more research is needed to realize the 

autonomic computing vision [2, p. 19]. 

 
To achieve the properties of the upper levels it is necessary to achieve the requirements for the 
lower levels first. The lower level requires consolidation of data that implicit includes a generic 
collection and organization of data. This initiates the requirements for an architecture that meets 
these specific requirements and that is why it becomes interesting to investigate some of the 
existing autonomic architectural approaches. 
 

3.2.1 Autonomic architectures 
The software architecture in general defines the structure of the system as depicted by Len Bass 
et al. in [1], but within the subject of self-managed systems it states some explicit requirements 
to achieve the autonomic features. 
 
Definition The software architecture of a program or computing system is the structure 

or structures of the system, which compromise software elements, the 

externally visible properties of those elements, and the relationships among 

them [1, p. 3]. 

 
A self-managed system or an autonomic system acts in the same way as a robot. This means that 
a robot’s SPA2 behavior corresponds exactly with a self-managed system according to Kramer 
et al. in [7, p. 3]. In other words the architecture for an autonomic system must achieve the same 
properties as for SPA architectures, but to achieve the properties of the lowest level, an 
autonomic architecture must match the definition of regular software architectures as well.  
 

                                                      
 
 
 
 
 
2 SPA is an abbreviation for sense-plan-act 
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In [2] Daniel A. Menascé et al depict three general techniques [2, p. 19 - 20] to help move 
forward within the research of autonomic computer systems.  
 

• General techniques for autonomic components. This is based on developing practical 
and general techniques that can be applied across a broad range of autonomic 
components. 

• General techniques for autonomic systems. This includes general algorithms, interfaces, 
and frameworks to support cooperative and coherent interactions among multiple 
autonomic components.  

• Prototypes. This technique is based on learning by doing by building autonomic 
computing systems to help understand the nature of the remaining gabs and determine 
which frameworks work best. 

 
These three approaches are in the matter of facts just outlining some extremely general 
approaches of the initial development of autonomic systems or components, but to turn them 
into architectural approaches it will require a few other requirements expressed as potential 
benefits. 
 
Architectural approaches differs often from prototypes by offering potential benefits and 
without these benefits the architectural approaches are often just prototypes or concrete 
implementations. The benefits are depicted in [7, p. 2] and they are summarized in the bulleted 
list below.  
 

• Generality 
• Level of abstraction 
• Potential for scalability 
• Builds on existing work 
• Potential for an integrated approach 

 
These benefits are used in [7] when they define a three-layers reference model, that can be used 
for autonomic computing and that is one of the reasons why that particular reference model is 
introduced in the following section. 
 

3.2.2 Three-layers reference model 
In [7] Kramer, et al. depicts several approaches summarized from earlier research. This thesis 
will in particular look into the approach described in [7, p. 3] that refers to the research of 
Artificial Intelligence and Mobile Robots by Erann Gat at Jet Propulsion Laboratory, California 
Institute of Technology.  
 

The three-layers are Control: reactive feedback control, Sequencing: reactive 

plan execution and Deliberation: planning [7, p. 3]. 

 
The three layers architecture is described in [7, p. 3 – 4]; the bottom layer consists of sensors, 
actuators and control loops. According to Kramer, et al. the bottom layer of a self-managed 
architecture consists of interconnected components used to accomplish the application function 
of the system.  
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Figure 5: The three-layers architecture model for Self-Management [7, p. 4] 

The bottom layer will be the operational layer with responsibility for component surveillance by 
reporting the state of the components to the upper layers as well as support for component 
creation, deletion and interconnection. 
 
The middle layer is the sequencing layer with responsibility for execution of the plans when 
changes of the state for the components are reported by the lower layers. According to Kramer 
et al. in a self-managed system this layer is responsible for effecting changes to the underlying 
component architecture in response to the states reported or in response to new objectives 
introduced from the upper layers. 
 
The upper or uppermost layer is the deliberation layer that consists of time consuming 
computations such as planning which states that are related to which specifications of high level 
goals. It tries to produce a plan to achieve these goals. According to Kramer et al. this layer will 
be responsible for producing plans, and change management plans in response to requests from 
the layers below and the introduction of new goals. 
 

We have defined a three-layer reference model – component control, change 

management and goal management – to provide a context for discussing the 

main research challenges which self-management poses [7, p. 7]. 

 
In [7, p. 7] Kramer et al. defines these three-layers as an architectural reference model that can 
be used for further discussion of research challenges within the subject of self-managed 
systems. In other words this terms an architectural reference model that can be used for 
autonomous systems. This leads directly to the next section that outlines a system that can be 
used as an autonomic system, and identifies its components in correspondence to the respective 
layers in the reference model. 
 

3.2.3 Monitoring Distributed Systems 
In [4] Kaiser et al. depict an external infrastructure to monitor distributed legacy systems. The 
infrastructure, named Kinesthetics Extreme, is made with the Java language, but even though 
this thesis is centered on C++ language tools, its architectural overview and implementation are 
still relevant to the subject of this thesis. 
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The approach is generally centered on two terms that are related to data collection and 
categorization; probes that are attached to the target system to collect data and gauges that 
aggregates, filter and interpret the probed data, but in total five first-class entities are defined in 
the infrastructure. 
 

First-class entity Responsibility 

Target system It refers to the application, set of applications, or application components that 
are being monitored. 

Probes It is generally small, constrained, noninvasive pieces of code which get 
installed in or around the target application system – they may inject source 
code, modify byte codes or binaries, replace DLLs or other dynamic libraries, 
inspect network traffic, and / or perform other related tasks to collect this 
information. 

Gauges They are responsible for interpreting data from these probes, and generate 
semantic events about the behavior of the application – often operating in an 
effective hierarchy where higher-level gauges interpret aggregate events from 
lower-level gauges. 

Controllers These are to receive analysis result from the gauges, and decide if and when to 
coordinate one or more effectors to attempt a repair. 

Effectors The purpose of the effectors is to apply reconfiguration or repair. They are 
usually tuning or replacing an individual component, or spinning up a new 
component, as per the task(s) defined by relevant controllers. 

Table 4: First-class entities defined in the infrastructure approach [4, p. 2]. 

 
The individual components (probes, gauges and controllers) are nicely loose coupled in the 
architecture by making them event based. This is done by a standardized event middleware, 
which currently is a system called Siena made by U. Colorado that is based on the publisher / 
subscriber mechanism. 
 

 

Figure 6: A package diagram of the infrastructure derived from [4, p. 2, Figure 1] 

When the target system reaches the injected code snippet, it calls the probe associated with the 
code snippet. The probe collects the respective data and puts them on the message queue 
addressed for the gauges. The gauges collect the data from the message queue and process the 
data. The data processed by gauges are either send to a high level gauge or a controller. A 
controller might receive data from all gauges, both at high level and low level, depending on the 
content of data and it parses the data to effectors that apply the necessary actions to the target 
application. 
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The gauge package contains an event packager that performs translation and recording services 
to standardize and log all of the incoming events from the probes. The controller package 
contains an event distiller that is responsible for sophisticated cross-stream temporal event 
pattern analysis and correlation to monitor desirable, correspondingly and undesirable behavior 
by the help of a time-based pattern matching.  
 
An event distiller supports dynamic rule generation by allowing messages to be sent with XML 
snippets specifying a rule or a segment of a rule with the purpose of constructing new rules on 
the fly or modify an existing rule. Further, during the development of this infrastructure, 
learning techniques to build rules in a more autonomic fashion have also been investigated. 
 

 

Figure 7: Mapping to the three-layers reference model 

 
This does indirectly introduce autonomic systems and it makes it relevant to place the individual 
components into the three-layered reference model outlined earlier (cf. section 3.2.2). In the 
illustration above (see figure 7) the components are placed into that reference model. The 
bottom layer takes care of the component control that collects and reports states by the probes 
and support component creation, deletion and interconnection by the effectors. The middle layer 
executes the plans by the controllers which act on the results from the analysis produced by the 
gauges. The top-level is not yet directly addressed, but the controllers accept modification to 
plans and creation of new plans.  
 

3.2.4 Runtime Discovering of Architectures  
Another autonomic-like system that has been made is a system that is able to discover 
architectures from running systems, but as with the infrastructure described earlier (cf. section 
3.2.3), this has also been made in Java. This system is called DiscoTect [6] and it has been 
developed by a group of five persons from the Carnegie Mellon University. The goal of this 
system is to ensure consistency by construction, ensure conformance by extracting the 
architecture from a system’s code, using static code analysis and determine the architecture of 
the system by examine its behavior at runtime. 
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Figure 8: DiscoTect architecture derived from [6, p. 3] 

The target system calls the probes which are injected into its source or binary. The trace engine 
is using the JPDA3 that captures the system runtime events and sends them on request to the 
host virtual machine. The trace engine is in the matter of facts acting in the role of a debugger 
that is querying three types of events from the JPDA.  
 

• Object instantiation 
• Method calls 
• Field modification 

 
All these types are converted into either an init, call or modify and sent to the state engine. The 
state engine is parsing and scanning the event stream [15] and evaluates the produced events 
against the trigger conditions of the active states. When the conditions for a trigger are met, the 
target state becomes activated and any associated architectural actions are fired. 
 
The architectural builder is using a third-party architecture description language that defines 
operations that form building blocks of architectural actions, which is equivalent with the 
actions fired from the state engine. 

                                                      
 
 
 
 
 
3 JPDA is an abbreviation for Java Platform Debugger Architecture 
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Figure 9: Mapping to the three-layers reference model 

This architecture does not in the same way introduce the autonomic architecture, but it does 
have some of the same features. It is primarily centered on collecting data from a running 
system, which can be related to the features in an autonomic system that supports consolidation 
of logs that are located at the second level on the autonomic axis. The trace engine is 
interpreting the low level events and parses them onto the state machine. The state engine 
bridges the events to high level operations used by the architecture builder to form building 
blocks. These responsibilities are placing the trace engine, the state engine and the architecture 
builder in the change management layer. 
 
Emphasis and categorizing systems by certain definitions is one thing, another is how to realize 
and achieve these definitions properly. The research of this subject includes several techniques 
that have been used to build systems with self-* properties. Among these techniques: control 
theory, queuing models combined heuristic search techniques, and machine learning have been 
used [2, p. 19].  These techniques do also include collection of data that makes it possible to 
consolidate data from several systems or sources. To do this some techniques that can be used 
for that purpose will be introduced in the following section. 
 

3.3 Collecting techniques 
The techniques described in this section do primarily belong to the lower levels of the 
architectural approach described above (cf. section 3.2). In other words how would it be 
possible to collect the states from the components and populate the information about the states 
to the upper layers? In general this is needed because we need the information for the log that 
must match the one depicted in the motivation (cf. section 1). The collected information is to be 
used when demonstrating how applications alerts for the Windows services can be generated 
based on low level traces. 
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In the following sections it is outlined how some techniques can be used to collect information 
from a target system. In section 3.3.1 the techniques are directly related to the extraction of data 
from a system by the use of aspect weaving. These techniques can in general be grouped into 
two different categories; a category that is for techniques applied at: 
 

• Compile-time  
• Runtime 

 
Other techniques might be useful as well, but only weaving techniques will be outlined due to 
the delimitations (cf. section 2.1) of this thesis. Finally, in section 3.3.2 general techniques are 
related to some efficient mapping techniques that can be used when categorizing the data and 
mapping them to the high level events. 
 

3.3.1 Aspect weaving 
Aspect weaving is a mix of two techniques; weaving, that can be either dynamically or 
statically, and aspect oriented programming. Today several approaches exist that implement 
aspect weaving. One of these approaches is a compile-time technique that is a language 
extension to C++ called Aspect C++. It is developed by Andreas Gal and Olaf Spinczyk from 
the University of California.  
 
The extension is working at compile-time, which means it is using static weaving. To be 
working at compile-time, it is necessary to inject source into the target application. The 
primarily reason for focusing at compile-time techniques is because of the additional costs for 
having the target system performing runtime code manipulation on embedded systems with tight 
resource constraints [5, p. 53]. 
 
Compile-time techniques are often recommended when the target applications are running at a 
platform with limited resources. Instead of monitoring the target application by a third-party 
tool that requires additional resources that might not be available, it is often more convenient to 
inject source code into the target application to produce the necessary data, but due to the nature 
that it is a compile-time technique, it requires the application to be stopped and the source code 
to be available. 
 
The use of aspect weaving does, as the name says, introduce aspect oriented programming. The 
reason for this is that a single dimension of functional decomposition is insufficient to emphasis 
all aspects of a program in a modular way and AOP4 tries to solve this. 
 
Definition … An aspect-oriented language environment allows implementing such 

crosscutting concerns in modular units called aspects… [5, p. 53] 

 
The modular units are weaved into the target system by the use of an aspect weaver that is 
responsible for injecting code fragments into either the source code or the binary of the target 
application depending on which kinds of weaving that are used.  

                                                      
 
 
 
 
 
4 AOP is an abbreviation for Aspect Oriented Programming 
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Figure 10: Illustration of the weaving aspect inspired by [5, p. 54] 

 
In the illustration above (see figure 10), two tools are often used to generate the merged code; a 
tool that supports an expressive aspect language (cf. section 3.3.3), and a tool to take care of the 
weaving process (cf. section 3.3.2). Secondly, the illustration introduces a join point.  The 
definition of a join point is defined by Andreas Gal and Olaf Spinczyk as a reference in the code 
in the target system from which is accessing a modular aspect component.  
 
Definition A join point refers to a method, an attribute, a type (class, struct or union), 

an object, or a point from which an aspect is accessed [5, p. 54]. 

 
Several join points can be described by an expression called a point cut expression, which 
defines a point cut as a set of join points. The power of point cuts is that it can describe points in 
the static structure or in the dynamic control flow of a program.  
 
Definition A point cut is a set of join points described by a point cut  

expression [5, p. 54]. 

 
A point cut can be added with an extra trigger-like functionality that can be used to perform 
logging activity or other activities. 
 
Definition An advice declaration can be used to specify code that should run when the 

join points specified by a point cut expression are reached [5, p. 54]. 

 

An advice is a C function call that replaces a join point in the base program 

execution [10, p. 5]. 

 
Such trigger-like functionality is called an advice declaration [5, p. 54]. Even that named point 
cut declarations can exist anywhere; advices can only exist inside an aspect declaration. 
 
Opposite compile-time techniques, runtime techniques often require an expensive dynamic 
weaving structure when making dynamic adaptation of crosscutting concerns. When using 
compile-time techniques the tailoring of a target system needs to be stopped and restarted to 
make it possible to use the code injected into its source code, but this is not always an option.  
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Dealing with large applications often takes long time to compile and not all applications can be 
stopped for instrumentation. This emphasis the needs for runtime techniques because it is not 
always possible to stop, compile and restart a target system. 
 
The needs for runtime weaving exist, but due to the nature of raw data it is much more 
complicated of doing this. A few languages or language extensions support runtime weaving for 
the C++ language. Some of these languages support only dynamic weaving if the source has 
been prepared for it while others are able to make dynamic weaving without preparation. In 
other words dynamic weavers can be categorized into two kinds: 
 

• Prepared dynamic weaving 
• Dynamic weaving 

 
Normally when doing a compile-time weaving, declarations of elements have to visible to the 
source of the target system before it is being compiled. When doing a runtime weaving, this is 
simply impossible. Anyhow it is possible to statically prepare the dynamically module for the 
target system by making it aware of the aspects and that is why it is called prepared dynamic 
weaving. 
 
Secondly, runtime weavers do not have the same set of features available as compile-time 
weavers have. Runtime weavers have several limitations to these features while some must be 
statically prepared and others are impossible or illegal to use. A few of these features will, as 
depicted in [9], be summarized below. 
 

• Dynamic introduction of types. 
This is done by type aliases or inner classes and it is a candidate because it does not 
affect the type hierarchy / object layout. The only problem by using this is that the new 
loaded module knows all the types introduced by its parents, while those do not know 
the extensions. 

• Dynamic introduction of Non-Virtual Member functions. 
This technique is simple and the target system knows the aspect that is to be introduced 
and it can be affected during compilation, but because it must be affected during 
compile-time the target system must be statically prepared for this. 

• Dynamic introduction of attributes. 
The use of dynamic attributes causes basically two problems. The layout of the objects 
that are already known of the running system is to be changed or objects with the new 
and old layout have to co-exist. In other words newly loaded modules will know all the 
types while the already running modules only know the old types and not the dynamic 
types newly added. 

• Dynamic introduction of Virtual Member functions. 
The virtual function tables will be inconsistent when inserting a virtual declaration into 
the target class and risks exist that non-virtual member functions with the same name 
and signature already exist in the derived classes. Anyhow the dynamic virtual member 
functions can nevertheless be possible by introducing an additional virtual function 
table maintained by the aspect. The virtual function table will be responsible for 
manipulating all calls to the virtual functions, introduced by the aspect, to use a separate 
dynamic dispatch mechanism. 
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A brief summary of the above features is that many of them can only by used dynamically if the 
modules have been prepared for them at compile-time and that is also the reason why it is called 
prepared dynamic weaving. 
 
Tool that makes it possible to instrument a running system are introduced in the following 
section and the vocabulary that belongs to those tools is described and related to the definitions 
described in this section. 
 

3.3.2 Dynamic instrumentation 
A few tools to instrument a running system have been found. One of these tools is introducing 
dynamic probes [12]. The tool is a platform independent interface developed by R. J. More, who 
is from the association called USENIX. Another tool to allow instrumentation of a running 
system is an API5 for runtime code patching that has been developed by Bryan Buck and Jeffrey 
K. Hollingsworth from the University of Maryland. The API is named DynInst6 [14]. The goal 
of the DynInst API is to provide a machine independent interface that permits creation of tools 
that use runtime code patching and keep a small and easy understandable interface. 
 

API for runtime code patching DynInst 

Kernel-level platform independent  DynInst is a C++ compliant technique 
Aspects are described in assembler Aspects are not directly supported 

Table 5: Dynamic Probes vs. DynInst 

This thesis is primarily based on a non-platform independent C++ approach as outlined in the 
problem statement (cf. section 2.1). These delimitations exclude the API for runtime code 
patching primarily because it is using assembler code to described aspects, and secondly even 
that the API for runtime code patching is platform independent, it is not a requirement for this 
thesis. In other words, this leaves the DynInst as the only valid technique among these two. 
 
The construction of the DynInst interface is divided into three main components. The classes in 
these components can be categorized into the responsibilities outlined in the taxonomy below, 
where each responsibility represents a component. 
 

Responsibility Classes 

Manipulation of the code in execution BPatch, BPatch_thread 
Accessing the original program and its data 
structures. 

BPatch_image, BPatch_module and 
BPatch_function. 

Construction of new code snippets BPatch_snippet, BPatch_point 

Table 6: Responsibilities in DynInst derived from [14, p. 3] 

The uses of the classes are also introducing the general terms by the language constructs of this 
tool. When defining these terms it will become clear that many of them are similar to definitions 
depicted earlier (cf. section 3.3.1), but defined with another vocabulary. 

                                                      
 
 
 
 
 
5 API is an abbreviation for Application  Programming Interface 
6 DynInst is an abbreviation for Dynamic Instrumentation 
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The construction of the DynInst API is based on abstractions. The two of these abstractions is 
equivalent to the above definitions (cf. section 3.3.1) and represent a point in the program, and a 
snippet to be inserted at that particular point.  
 

Term Definition Similar to 

Point A point is a location in a program 
where instrumentation can be 
inserted [14, p. 2]. 

A join point (cf. section 3.3.1) 

Snippet A snippet is a representation of a bit 
executable code to be inserted into a 
program at a point [14, p. 2]. 

An advice (cf. section 3.3.1) 

Table 7: Abstractions defined by DynInst 

In addition to these two abstractions, another two central abstractions are important to know. 
These abstractions are more general or high level than the first two introduced. 
 

Term Definition 

Thread A thread refers to a thread of execution [14, p. 2]. 
Image Images refer to the static representation of a program on disk. Images 

contain points where their code can be modified. Each thread is 
associated with exactly one image [14, p. 2 - 3]. 

Table 8: High level abstractions defined by DynInst 

In the matter of facts DynInst is able to handle instrumentation of multiple processes. This is 
done by introducing a thread that refers to a certain thread of execution and from a static point 
of view an image represents a binary image on a disk such as a dynamic-link library or an 
executable. Due to the last definitions and this definition itself a binary image is accessed 
through a thread and it contains points that allow injection of snippets. 
 
Bpatch bpatch; 
BPatch_thread *appThread =  
  bpatch.createProcess(pathname, argv); 
BPatch_image *appImage = appThread->getImage(); 
BPatch_Vector<BPatch_point*> *points = 
  appImage->findProcedurePoint("InterestingProcedure",     
                               BPatch_entry); 
BPatch_variableExpr *intCounter = 
  appThread->malloc(*appImage->findType("int")); 
BPatch_arithExpr addOne(BPatch_assign, *intCounter, 
                        BPatch_arithExpr(BPatch_plus,  
                        *intCounter, BPatch_constExpr(1))); 
appThread->insertBlock(addOne, *points); 

Table 9: The following is counting number of occurrences  

of a certain procedure [14, p. 7]. 

 
It creates an application thread based on a binary. In the example above it starts a new 
execution, but it is possible to attach an existing running thread by specifying a filename and 
process id for the actual thread. Secondly, when searching for procedure points please note that 
it returns a collection of points. The reason for this is that the searching returns matches that 
include functions cloned on different locations and overloaded functions. 
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To add an aspect oriented view of this weaving technique some proprietary languages / 
prototypes have been made to do this. Most of the approaches are targeted for Java, but few 
approaches are targeted for C++ such as an expressive aspect language called Arachne [10] and 
another approach that has been developed by Charles Zhang and Hans-Arno Jacobsen from the 
University of Toronto that is a language called TinyC2 [11].  
 

Arachne Tiny C
2
 

A proprietary language is used to define aspects Extension to the C++ language 
 

Targeted for Unix platforms Uses DynInst 
Compilation issues when using the newest GCC 
compiler 

 

Table 10: Arachne vs. Tiny C
2
 

It has been stated earlier that this thesis is primarily based on a non-platform independent C++ 
approach as outlined in the problem statement (cf. section 2.1). These delimitations exclude the 
Arachne primarily because it is using proprietary language to described aspects, and secondly it 
is targeted for Unix platforms and have compilation issues with the latest GCC compiler in a 
simulated Linux environment on Windows. In other words, this leaves the Tiny C2 as the only 
valid technique among these two. 
 
Tiny C2 is currently a prototype aspect language that is designed as an extension to the C 
language, where new language constructs has been added to enable composition of aspect 
programs. The primary goal of this approach is to provide a language in terms of code 
instrumentation and establish a framework that can be used when implementing post-
compilation weaving aspect languages that uses C syntax and third-party instrumentation tool. 
 
The grammar of the language implements of course the standard C grammar rules otherwise it 
would not be possible to use it as an extension to the C language. The implementations of 
modularized units are called snippets. These snippets are equivalent to join points and aspects 
(cf. section 3.3.1). 
 

• The onentry construct is used when behavior before a certain function executes is 
needed.  
 
onentry FunctionName(formals_list) : (formals_list) 

 
• The onexit construct is used when behavior after a certain function is finished is needed. 

 
onexit FunctionName(formals_list) : (formals_list) 

 
Within these two constructs it is possible to use if-statements. This allows the constructs to be 
executed only if certain conditions are true. For example when doing traces it could be 
convenient to apply filtering rules that limit the amount of tracing data. 
 
The language constructs are injected into the system with a third-party tool called DynInst and 
this tool is injecting code snippets into a target application at runtime as described earlier (cf. 
section 3.3.2).  
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Anyhow because the data that is being collected is done by modifying the executable 
environment, the information will be very fine-grained and reporting items as method and class 
names. It will be necessary to get beyond this by mapping these data to a higher level. This can 
be done by the use of some efficient mapping techniques. 
 
According to Professor Hans-Arno Jacobsen [P1], the Tiny C2 tool is unfortunately only made 
as a prototype that is no longer available and it has never been released. It is therefore necessary 
to take a look at another technique that will allow us to implement dynamic probes. This leads 
to a technique that uses prepared dynamic weaving as described in the next section. 
 

3.3.3 Prepared dynamic aspect weaving 
In the previous section an approach for dynamic aspect weaving has been outlined, but due to 
some dead ends such as weaving tools that neither can be compiled nor downloaded because it 
was inaccessible. These dead ends made me look for another approach. 
 
A DAC++7 language [18], which is an extension to the C++ language, has been developed 
during a PhD programme by Sufyan Al Majali and Tzilla Elrad from Illinois Institute of 
Technology. DAC++ is using three features to allow dynamic weaving of applications. These 
features [18, p. 2] include both dynamic loading and dynamic weaving. 
 

DAC++ 

Extension to the C++ language 
Aspects are supported 
Primarily targeted for Unix platforms 
A Win32 version is available 
Compiles with Microsoft Visual Studio 

Table 11: Summary of DAC++ 

The architecture of the approach is using two components: a preprocessor and an AOP engine. 
The preprocessor generates the meta-object data needed at runtime. The metadata is minimal 
hooks [18, p. 6] inserted into the source code at all possible join points. 
 
Definition A minimal hook represents a piece of code that allows our system to weave in 

an aspect at the hook location if needed [18, p. 6]. 

 

Figure 11: Preprocessing Stage of DAC++ [18, p. 6] 

 

                                                      
 
 
 
 
 
7 DAC++ is an abbreviation for Dynamic Aspect C++ 
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The prepared compiled binary can now be running with metadata that contains information 
about program classes and methods. This information is used to achieve dynamic aspect 
weaving and unweaving by a designated AOP engine that works at runtime.  
 

 

Figure 12: the relation to the AOP Engine 

The main responsibility of the AOP engine is to load aspects either at program loading time or 
any time later during program execution. The three major tasks of the AOP engine [18, p. 6] can 
be boiled down to the following: 
 

• Aspect loading, activation and deactivation 
• Runtime join-point generation, aspect weaving and aspect unweaving 
• Aspect advice execution 

 
The target application is using this weaving mechanism by including two classes: an “Aspect” 
class and an “AOP_Engine” class. The aspect class is used by the application programmers to 
define their user-defined aspects. This is simply done by inheriting the Aspect class and 
overriding the definition of an advice method and the aspect join points are defined by an aspect 
point cut designator. 
 

User-defined aspect Main program 

class NewAspect : public Aspect { 
  void advice() { 
    // advice code 
  } 
}; 

NewAspect na; 
na.setExpression(“class match,  
                               method _signature()”); 
 
na.setBefor(true); 
na.setAfter(false); 

Table 12: Aspect Definition in DAO C++ [18, p. 9] 

After defining an aspect it is necessary to use the “AOP_Engine” class. This class is defined in a 
dedicated header file that has all the related DAC++ classes and meta-object data. The AOP 
engine loads the aspect and activates it to make it ready for weaving. 
 

3.4 Information mapping techniques 
The techniques described in section 3.3 are collecting data from a running application. The 
collected data is very low level. This makes it difficult for usage on high level decision making 
as required, when collecting information about the states that is to be used for the log 
information as depicted in the motivation (cf. table 1, section 1).  To solve this it is necessary to 
map the low level data into a high level model. This section states some techniques that can be 
used to achieve this particular mapping.  
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3.4.1 Efficient Mapping of System Traces 
The research outlined in [15] by Robert J Walker et al is primarily target for construction of 
architectural views and it is used along with the DiscoTect approach [6], which architecture has 
been depicted earlier (cf. section 3.2.4). The technique is used collect structural information 
derived from class method events, which also can be used to clarify the behavior of a system. 
This behavior can be used to tell whether a system is in a bad state or not because prior to any 
failures comes a certain behavior. The reason why this technique is used, even that this thesis 
has nothing to do with construction of architectural views, is to clarify the behaviors prior to 
such failures by the use of class method events. 
 
The part of the research that will be included is primarily the part about mapping traces (cf. [15, 
p. 5 - 8]). The mapping traces are centered on certain types of events and it is exactly these 
events that can be traced by static and dynamic instrumentation. 
 

• Class method entry and exit 
• Instance method entry and exit 
• Object allocation and de-allocation 
• Thread start and stop 

 
The events supported by the system traces are divided into the categories listed above. In 
correspondence to the prototype aspect language described earlier (cf. section 3.3.3) it will 
primarily be centered on the first event type, which are class method entry events and class 
method exit events. 

 

Figure 13: Encoding scheme [15, p. 7] 

The mapping traces are based on an encoding scheme that defines certain encoding events. 
These events are based on the determination of the patterns that can be used when determining 
the information needed.  
 
Definition The encoding stream consists of a sequence of records. Each record contains 

information about a given primitive category that cannot be subdivided.  [15, 

p. 6] 

 
The goal of the encoding scheme is to categorize the events and encode the categories. This is 
done by record the traces in two streams: an encoding stream and an event stream. 
 
Definition A primitive category consist of a unique combination of class identifier, 

method identifier, thread identifier and event type. Primitive categories do 

not include object identifier information… [15, p. 6]. 
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The event stream is also based on a sequence of records, but it contains an index to a primitive 
category in the encoding stream and some additional information that depends on the specific 
type of event. 
 
It is especially the event stream that is interesting in correspondence to the categorization of the 
traces produced, but the encoding stream can be used for i.e. statistic purposes among others. 
 
Definition The architecture-level entities to which the primitive categories are mapped 

are termed abstract categories [15, p. 7]. 

 
The mapping specifies a set of primitive categories to an abstract category through a partial, 
ordered specification of matching criteria. In other words each encoding stream record has its 
class identifier compared against this matching criterion. If it matches it is placed into its 
respective abstract category. 
 
To achieve the full benefits of using the encoding stream two conditions [15, p. 8] must be met, 
these conditions are summarized below in the bulleted list.  
 

• The primitive category information tends to be repeated in the trace. 
• The abstraction operation is costly to perform. 

 
The first condition is important because it is only possible to gain an advantage if the encoding 
stream is smaller than the event stream. The second condition is relevant when all events in the 
trace still need to be processed. The events may be applied with the abstraction operation when 
it is cheap to perform if possible. 
 

3.5 Summary 
In section 3 it has been described what process that is to be used through this thesis. The process 
description highlights the development of a proof of concept that is to be used to demonstrate 
the techniques that are outlined. The techniques are to be used to collect and map data from 
Windows services at runtime. The purposes of this is to generate log information as depicted in 
the motivation (cf. table 1, section 1) to make them usable for decision making in an availability 
perspective that is taking into account from both a manually – and an autonomically point of 
view. 
 

Architectural approaches Level on the autonomic axis 

Kinesthetics Extreme  4 
DiscoTect 2 

Table 13: Architectural approaches vs. autonomic axis 

Secondly, it introduces a few autonomic systems and autonomic architectures that are moving 
toward the autonomic world. To illustrate how these systems are moving toward the autonomic 
world, they have been mapped into a three-layers reference model that is primarily used for 
autonomic systems. In the taxonomy above it categorizes the systems in their respective level on 
the autonomic axis.  
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Dynamic Weavers C / C++ based 

Category Features Arachne Tiny C
2
 DAO C++ 

Join points Call X   
 Execution X X X 
 Set / get X   
 CFlow X   
Advice types Before  X X 
 After  X X 
 Around X   

Table 14: Summary of the low level collecting techniques taken from [9, p. 3] 

This has been followed by a more low level description of the techniques that are to be used 
when collecting and mapping the data that is to be used when generating the necessary log 
information that is needed to recover Windows services from a bad state as stated in the 
hypothesis (cf. section 2).  
 
The techniques also introduce some tools that are to be used along with the techniques. Initial an 
approach that uses Dyninst and Tiny C2 has been outlined, but due to unavailable prototypes, it 
has been chosen to use DAC++ instead. Tiny C2 and DAC++ are both dynamic weavers, but the 
difference between the two is that Tiny C2 is a “pure” dynamic weaver while DAC++ is using 
prepared dynamic weaving. 
 
Finally, a technique used for mapping traces has been introduced. It is based on an event scheme 
mechanism that at least contains information identifiable as a primitive category. Each low level 
trace that goes into the event scheme must be identifiable by such a primitive category.   
 
In the following section the architecture, that must form the proof of concept is outlined in 
correspondence to the architectures depicted in this section (cf. section 3.2) and that architecture 
is to collect information from a running system as depicted earlier in this section (cf. section 
3.3). 
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4  P roo f  o f  Con c ep t  
The previous sections describe some architectural approaches (cf. section 3.2), instrumentation / 
weaving techniques (cf. section 3.3) and information mapping techniques (cf. section 3.4) that 
can be used when designing a proof of concept that tries to meet the requirements that are stated 
in the problem statement and hypothesis (cf. section 2).   
 
In the following section this proof of concept will be outlined by starting from its use case 
scenarios. This will be followed by the respective design goals towards an architectural 
presentation. The section will be finalized with implementation highlights and an evaluation of 
the proof of concept and the used techniques.  
 

4.1 Use case scenarios 
The proof of concept has primary two major use cases. The first use case is a prerequisite for the 
other. The reason for this is that the first use case is outlining the installation, while the other is 
outlining the daily usage.   
 

4.1.1 Log-enable a Windows service  
To install or log-enable a Windows service into the consolidated log, it is required that the 
Windows service is compiled with the minimal hooks to prepare it for runtime weaving. 
Whenever this is done the Window service can be started under its original environment and the 
aspects can be weaved into the binary to activate the logging. 

 

Figure 14: Use case for installation of Windows services 
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Name Installation of Windows services 

Summary A technician is installing a Windows service to be monitored within the 
consolidated log. 

Requirement The source code for the Windows service needs to be available. 
Actor Technician 

Precondition The technician knows how to compile the Windows service with the minimal 
hooks and he knows how to weave in the respective aspects. 

Description • A technician is injecting the minimal hooks into the source code and 
compiles it. 

• The aspects are weaved into the Windows service to activate the logging 
mechanism. 

• The Window service is started in its normal environment. 
Postcondition The Windows service logs properly into the consolidated log. 

Table 15: Description of the installation use case 

 

4.1.2 Monitoring the log 
The daily usage of the consolidated log is primarily based on the actors that are monitoring the 
actions and following a recovery procedure if necessary. The consolidated log includes 
collection of runtime data from Windows services, generation of application alerts and recovery 
procedures. The runtime data is collected as described in section 3.3 and the generation of 
application alerts includes the high level mapping as described in section 3.4. 
 

 

Figure 15: Use case that outlines the daily usage 
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Name Daily usage 

Summary A technician is monitoring the log and follows the recovery procedures if needed. 
Requirement It is required that the Windows services must be prepared for the logging 

framework by compiling it with minimal hooks and weave the aspects into it.  
Actor Technician 

Precondition The technician knows how to read the consolidated log and he knows how to 
follow the recovery procedure to bring the legacy systems out of their bad states. 

Description • A technician is monitoring the consolidated log. 
• A technician takes action by following the described recovery procedures. 
• The information from the Windows services is collected automatically in real 

time whether or not the technician is monitoring the log. 
• Application alerts are generated automatically based on the information 

collected from the legacy systems and updates the consolidated log. 
• The necessary recovery actions / procedures are automatically connected to 

the application alerts depending on which system the application alerts 
belong to. 

Postcondition The Windows services, that have been signalling application alerts (events), have 
been recovered from its bad states by following the recovery actions. 

Table 16: Description of the daily usage use case scenario 

 

4.2 Design goals 
The design goals will primarily be target for subjects previously addressed (cf. section 3.2.1). It 
depicts some techniques used when developing autonomic systems that are summarized into the 
following bulleted list. 
 

• General techniques for autonomic components 
• General techniques for autonomic systems 
• Prototypes 

 
This proof of concept falls into two of these techniques; it will be developed as an autonomic 
component that can be plugged into an existing system and it will therefore not be an autonomic 
system itself. Secondly, it will of course fall into the category of a prototype due to the 
limitation of this thesis (cf. section 2.1). 
 
Section 3.2.1 also depicts some benefits that differs architectural approaches from prototypes. 
This proof of concept will try to meet some of these benefits to make it more usable both in 
practice and for future research.  
 
The purpose of the proof of concept is to speed up the time it takes to analyze the log files by 
making it easier to find both the root cause of failure and the respective recovery procedure that 
is needed to bring back the systems from their bad states. To achieve a high availability for the 
monitored systems, it requires the proof of concept to have an even higher availability; 
otherwise it will of course not be possible to spot failures quickly and find their related recovery 
actions. 
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The proof of concept will be designed in a way that makes it scalable due to the facts that it has 
to monitor several systems as stated in the motivation and problem statement (cf. section 1 and 
2). In a systems management environment many target systems exists and they are often placed 
on different physical nodes. To make the proof of concept usable in practice it is therefore a 
requirement that it has to work in a distributed environment. 
 
Secondly, its interfaces will be kept at a relative high level of abstraction to keep a general 
design that allows reimplementation, replacement and extensibility of the existing components. 
Finally, the proof of concept will be based on existing work and techniques to meet its 
requirements. This is the reason why this thesis outlines some other approaches (cf. section 3). 
 
While doing the design of the proof of concept, it is meant to be a single-language approach. 
The thesis is primarily targeted for the C++ language and the Windows 32 bit platform (cf. 
section 2). The reason for this is twofold; primarily by making a delimitation of this thesis and 
secondly for usability purposes. The last part is especially in relation to the problem statement 
that states the quality attributes availability and usability, which are covered by two scenarios 
concerning availability and usability respectively 
 
The proof of concept will not differ from the single-language approach. In other words when 
composing the aspects it will be made in a C-like language to prevent language gabs for future 
developers that are not used to use other languages than the C++ language. The description of 
metadata used for the proof of concept will be expressed by common standards such as the 
XML standard that supports syntax validation of data by either schemas or DTDs (cf. section 
8.3.3). 
 
The design goals described above can be outlined in the following taxonomy that depicts each 
of them and their relation to the hypothesis. 
 

Design Goals 

Availability To monitor (critical) systems, the monitor itself becomes even more 
critical otherwise it is not to any help. In other words, the message queue 
and the consolidated log itself must be available at all times. 

Scalability In addition to several target systems exists it must be possible to upscale 
the proof of concept for performance issues. It must be possible to 
upscale by increasing the target systems that are being monitored and by 
increasing the available resources. 

Distributed Target systems are often installed at different nodes and to allow such a 
setup the proof of concept must support a distributed environment 
without a complete installation on each node.  

Abstractness All interfaces are abstract that allow reimplementation to support 
monitoring of different target systems. 
This does also support different implementations for recovery procedures 
if required by the heterogeneous interfaces of the target systems.  

Single-language  Due to the delimitations and the usability issues outlined by the quality 
attribute scenario in the problem statement.  

Easy-readable message 
format 

Due to the usability issues outlined by the quality attribute scenario in the 
problem statement. 

Table 17: Summary of design goals 



38 
 

4.3 Architecture 
The design goals described in the previous section (cf. section 4.2) is used when forming the 
architecture of the system, but it is not all design goals that can be directly related to the 
architectural design. Anyhow the architecture is primarily inspired by the external infrastructure 
used to monitor distributed legacy systems as depicted earlier (cf. section 3.2.3) and the three-
layered reference model (cf. section 3.2.2). 
 
The proof of concept is divided into the main components that are outlined below. These 
components are connected in a loosely and decoupled structure by a message queue that is 
working with a publisher / subscriber mechanism [16, p. 339]. 
 

• Controller 
• Gauge 
• Aspect 
• Effector 

 
The reason why a loosely and decoupled structure has been chosen is to achieve the same 
properties as the Kinesthetics Extreme approach [4]  that is designed to monitor distributed 
legacy systems (cf. section 3.2.3). This results of course in an architectural approach similar to 
the architecture of the Kinesthetics Extreme approach, that is designed in  a loosely and 
decoupled structure, generally centered on two terms that are related to data collection and 
categorization. 
 

4.3.1 Module views 
The proof of concept contains in general the following packages. Four of these packages 
represent a component (see the bulleted list above); one package, the metadata package, is a 
utility package that is used to access and parse the metadata and message documents. The last 
packages contain the implementation of the message queue, the target system and the metadata 
repository. 

 

Figure 16: Package diagram 
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The target application calls the aspects through its join points (cf. section 3.3.1) or minimal 
hooks. The aspects are collecting the necessary information such as method- and class name that 
is published on the message queue by the advice that belongs to the relevant aspect. The 
information published by the aspects is received by the gauges that interprets and transforms the 
low level data to high level events. The high level events is published on the message queue and 
received by the controllers, which are sending the actions as commands to the effectors that are 
acting like their delegates when reestablishing a target system from its bad state as outlined in 
the message it has received. 
 
A detailed description of the communication can be located in section 4.3.2, which contains a 
component- / connector view and a sequence diagram that outline this particular point of view. 
 
Anyhow the delimitations of this thesis (cf. section 2.1) allow us to omit the part that 
autonomically is reestablishing a target system from its bad state, but we will need the recovery 
actions to allow easily and manually reestablishment of a target system due to the facts that this 
information is included in the example in the motivation (cf. section 1) and it is needed for a 
quick reference to speed up the recovery process as stated in the problem statement (cf. section 
2).  
 
In general, the controllers are basically taking care of the self-* properties. In other words, no 
autonomic actions exist without the controllers, and the proof of concept cannot get any higher 
than the third level on the autonomic axis (cf. section 3.2) without these controllers even that the 
autonomic features not will be implemented fully in this proof of concept; it will only contain 
the required recovery actions. Secondly, in relation to the design goals (cf. section 4.2); it has 
been depicted that it will be designed in a way that allows reimplementation, replacement and 
extensibility of the proof of concept. 
 
The packages can be divided into layers similar to the three-layered reference model (cf. section 
3.2.2). The taxonomy below illustrates how the packages are mapped into the reference model 
and outlines their responsibilities. 
 

Reference model Package Responsibility Allowed to be used by 

Goal management None Dynamically creation of new - 
and modification existing plans. 

- 

Change management  Controllers Managing the plans and 
maintain its goals and 
presentation of events and their 
related actions. 

Message Queue 

 Gauges Parsing and interpreting low 
level data from the aspects. 

Message Queue 

 Metadata Parsing of - and accessibility to 
metadata. 

Gauges, Controllers 

Component control Effectors Execution of the commands 
received from the controllers. 

Message Queue 

 Aspects Collecting low level information 
from the target application. 

Target system 

 Target system Domain specific responsibility. Effectors 
 Database Storing messages. Message Queue 
 Message Queue Exchange messages among 

components. 
All, but metadata 

Table 18: Component mapping to reference model 
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To address the design goal (cf. section 4.2) that states, it must be scalable; the architecture must 
be formed in a way that encapsulates the modules in a decoupled structure. The decoupled 
structure is achieved by introduction of a message queue, which is used to communicate among 
the individual components.  
 
Message queue software from third-party vendors exists, but these have been avoided. The 
reason for this is to avoid architectural mismatches in relation to the provided- and especially 
the required assumptions [1, p. 457] given by the third-party software. A detailed description of 
the design decisions [17] that are used as the foundation can be found in the appendices (cf. 
section 8.3.1 and 8.3.2). 

 

Figure 17: The design of the message queue 

The foundation of the message queue is based on a repository for messages in transit. The 
repository holds information contained in the header such as subject, status and sender among 
others, but of course it holds the message itself as well. The communication mechanism for the 
message queue is given by an interface through which the data is pushed to the components. 
The components are listening to a subject and receive the respective messages that have been 
published on that particular subject. In general, the message queue will be acting as a publisher / 
subscriber mechanism. 
 

The Publisher-Subscriber design pattern helps to keep state of 

cooperating components synchronized. To achieve this it enables one-way 

propagation of changes: one publisher notifies any number of subscribers 

about changes to its state [16, p. 339]. 
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The current implementation of the message queue is based on a third-party database, a 
Microsoft SQL Server database, as its repository. The database is accessed by the use of an 
adapter pattern. The reason for this is to convert the interface for the database into an interface 
that matches the architecture of the proof of concept in a more convenient way and to separate 
the vendor specific interface from the rest of the proof of concept to allow an easy replacement 
of the repository.  
 
An abstract class is forming the generic interface, which also contains a simple factory 
mechanism (the static getAdapter method) that avoids calling the new-allocator. This makes it 
easier to change the subclass that is accessing the database through the vendor specific objects. 
 

The Adapter design pattern converts the interface of a class into 

another interface clients expect. Adapter lets classes work together 

that couldn’t otherwise because of incompatible interfaces. [19, p. 

139]. 

 
This is also an example that is addressing the extensibility by making general interfaces and 
abstractions that allow reimplementation of the components due to the design goals (cf. section 
4.2). More importantly addition of other components can be plugged in and run simultaneously 
with the already existing components in conjunction with the listener interface. 

 

Figure 18: Component and message queue construct 

The construction above illustrates how the target system is connected. The target system 
publishes messages through the aspects on the message queue.  The gauges are listening on the 
message queue for any low level data. These low level data is transformed into higher level 
messages by gauges and published on the message queue to be received by the controllers.  
 
Definition The consolidated log will be acting as the controllers through its 

aggregation. The consolidated log displays a list of high level events and 

recovery actions received from the aggregated controller. 

 
The consolidated log will be acting as a controller component. It is monitoring high level 
messages and application alerts. Depending on the high level messages, it outlines the recovery 
actions that can be processed manually. 
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4.3.2 Component – and connector views 
It has earlier been stated (cf. section 4.3) that the proof of concept contains the following 
components.  One of these components is the central repository that is responsible for storing 
messages in transit, event scheme data and metadata.  

 

Figure 19: Component- and connector view 

The figure above is illustrating how the components are interacting with each other through the 
message queue. The message queue itself forms the link between the components. The message 
queue interface is a façade [19, p. 185] that is storing the messages in a repository such as an 
external relational database. 
 

Component Responsibility 

Effector service Execution of the commands received from the controllers. 
Controller service Managing the plans and maintain its goals and presentation of events and their 

related actions. 
Gauge service Parsing and interpreting low level data from the aspects. 
Repository service Repository that holds messages in transit and metadata 

Table 19: Component description 

The other components are placed in their respective packages and the responsibilities of the 
components are derived from the packages (cf. section 4.3.1) as depicted above.  
 

Connection Textual description 

Message Queue The message queue interface is communicating with the repository through an 
ODBC connection. 

Table 20: Connection types 

In the taxonomy above it states the type of connections that are used among the components and 
a textual description describes each of them. 
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Figure 20: Sequence diagram that outlines the communication among the components 

 
The diagram is divided into two parts: The top illustrates the communication centered on the 
low level traces. They are published on the message queue through its aspects. The bottom 
illustrates the communication that takes place when transforming low level traces to high level 
events and actions, which are turned into commands and fired against the target system. 
 
In the diagram, it is outlined how a message is dispatched on the message queue. The target 
system calls the respective aspects through its minimal hooks. The aspects collect desirable low 
level trace information, which is populated on the message queue by the advice belonging to the 
respective aspect. The data is received from the message queue by listeners. All components 
that are going to receive messages from the message queue are implementing an interface 
through which the messages are received and the message queue itself makes the connection 
between each component.  
 
The behavior of the frontend of the consolidated log is similar to the part in the bottom. It listens 
for actions to be able to view the high level application alerts and recovery actions. In other 
words, the graphical user interface for the consolidated log, which in the matter of facts is the 
“upper-upper-most” component, will aggregate a controller to be able to receive high level 
application alerts with recovery actions.  
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4.3.3 Allocation views 
The architecture of the proof of concept allows several setups. All components can be placed on 
different nodes, all components shares one node or only some components are sharing a node 
while others have each own node. The first and second setups are described be the following 
views while the other views are combinations of these two. 

 

Figure 21: Allocation view in a standalone configuration 

The simplest configuration is of course the standalone configuration. All components are placed 
on the same node as the target system. The node does also have a database locally installed, 
which is accessed through an ODBC8 connection. 
 

                                                      
 
 
 
 
 
8 ODBC is an abbreviation for Open Database Connectivity 



45 
 

 

Figure 22: Allocation view in a distributed configuration 

The most complex, but also the most resource demanding configuration, is a configuration 
where all components are placed on its own nodes, where the message queue component is 
installed on each of them. The message queue component communicates with the database 
server by the use of an ODBC connection.  
 

Advantages Disadvantages 

Support for relational database models. It might be slower than i.e. having a list in memory 
or by writing to a plain file. 

An effective query language is supported. An API or driver is needed to access the database, 
which might have some architectural constraints. 

Indexes can be used to increase performance. All data is returned as result sets, it would have 
been appreciated with other / user-defined 
structures. 

An integrated message queue and meta model 
can easily be constructed. 

 

Table 21: Pros and cons for using a database as repository 
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The use of a database as a repository might be expensive seen from a performance point of 
view. Anyhow due to the facts that only small messages are posted to the database and that the 
database connection is persistent, the performance will not be downgraded significant because 
of this. Secondly, the use of a database to store message data achieves other benefits such as; 
indexing, searching and the ability to link with the metadata storage, when it is placed on the 
same database. For statistical purposes messages can live as long as the events, but with an 
inactive-like status for messages that have been processed. In other words; by design it has been 
chosen to place the metadata and the message queue on the same database based on these 
benefits as the argumentation. A tradeoff is made by choosing a database as the message 
repository rather than another repository type that might be faster to achieve these benefits.  
 
Reduce traffic on the message queue could be done by building in a gauge into the aspects. In 
that way, it will reduce the amount of low level messages in memory. To achieve that it requires 
the aspect to be tightly coupled to the gauge implementation and it must be able to handle a 
huge amount of non-published low level messages to interpret those to the proper higher levels. 
The reason why this design has not been chosen is simply because it is a contradiction to the 
design goals and by the following tradeoff – the thesis does not handle performance issues 
explicitly (cf. section 2.1), and scalability is chosen as a more important design goal in order to 
make it work in a distributed environment. 
 
4.3.3.1 High availability  
The proof of concept itself needs to achieve a very high availability with respect to the design 
goals (cf. section 4.2). All traces must be stored properly for the correctness of the log and the 
proof of concept must prevent degraded functionality of the target systems; this is why it is not 
allowed to block the target systems in any way. In other words, traces that cannot be stored due 
to inaccessible storages or broken communication channels are signaled without using the 
message queue and without halting the target systems. 

 

Figure 23: Allocation view with multiple gauges and a database cluster 
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The proof of concept is designed in a way that makes it scalable by using one of the 
performance tactics [1, p. 111 - 115] that states to increase available resources. This makes it 
possible to use the redundant and available components for availability tactics [1, p. 101 - 104] 
by proportionate the proof of concept correctly. 
 

 

Figure 24: Allocation view that illustrates a high availability configuration 
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Database nodes and controllers must be handled explicitly from this point of view; the database 
nodes can be using active redundancy [1, p. 103] by placing the storage resource into a cluster 
and the controllers can be using passive redundancy [1, p. 103] by having one active controller 
and one or more backup controllers that are ready to replace the active controller (i.e. by manual 
interaction), if it fails.  
 
In general; for components located in the lower levels in the architecture, it is trivial to increase 
available resources while it becomes much more complicated when it comes to the upper levels, 
where redundancy is a more obvious choice. The reason for this is of course the complexity of 
the transactions. It is much easier to delegate responsibility for small and simple transactions 
while large and complex transactions make it much more difficult and requires a higher level of 
intercommunication. 
  

4.4 Implementation highlights 
The architecture described in the previous section (cf. section 4.3) opens some questions about 
the implementation and the techniques that are used. Some of these questions will be answered 
in this section by highlighting central elements of the implementation and its process. 
 
Starting from the lower levels introduces modular units as aspects. These must be used to collect 
data used for the consolidated log as outlined in the motivation (cf. section 1). Even this is the 
most-lower level it is also the most important. The reason for this is that the lower levels are 
collecting the traces that depict the behavior and (indirectly) the states of the target systems. 
 

4.4.1 Modular units 
The modular units are built as aspects, and these aspects contain business logics that are related 
to its proper area of responsibility. In this situation, their primary responsibility is to collect data 
that makes them identifiable as primitive categories to allow the data to be stored in the event 
scheme.  
  

Run-time information Structural information 

Name of binary image / executable Class name 
Process Id Method name 
Thread Id  

Table 22: Data to be collected and used as primitive category 

This proof of concept will be containing one modular unit that is tracing all method calls in the 
target systems. The implementation of this modular unit contains an aspect as depicted below.  
 

Aspect class TraceAllAspect : public Aspect { 
public: 
  void advice() ; 
}; 

 Collects entries of all class method calls 
Point cut expression * 

Table 23: The tracing aspect that triggers when entering any function 
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The aspect outlined above is tracing all on-entry function calls. This will of course produce a 
very large amount of low level traces and it might be relevant to add a filter to prevent it all to 
be published on the message queue, but filtering mechanisms have been omitted from this proof 
of concept due to the delimitations (cf. section 2.1), that depicts performance issues not will be 
handled. 
 
Advice void advice() 

{ 
  std::stringstream ssdebug; 
  ssdebug << "Trace[" 
                << GetJPClassName() << "::" << GetJPMethodName() << "]"  
                <<endl; 
   cout << ssdebug; 
   OutputDebugString(ssdebug.str().c_str()); 
 
  std::stringstream ss; 
  ss << "<trace>" 
      << "  <component>" 
      << "    <filename/>" 
      << "    <lineno/>" 
      << "    <executable>"<<getExecFileName() <<"</executable>" 
      << "    <processid>" << ::GetCurrentProcessId() <<"</processid>" 
      << "    <threadid>" << ::GetCurrentThreadId() << "</threadid>" 
      << "  </component>" 
      << "  <object>" 
      << "    <class>"<< GetJPClassName().c_str( )<<"</class>" 
      << "    <method event=\"entry\">" 
      << GetJPMethodName().c_str()  
      <<"     </method>" 
      << "  </object>" 
      << "</trace>\n"; 
 
  ofstream File("c:\\message.xml"); 
  File.write (ss.str().c_str(),strlen(ss.str().c_str())); 
  File.close(); 
  const char* szDefVal = "C:\\...\\AspectsExecutable.exe c:\\message.xml"; 
 
  DWORD dwSize = 256; 
  char szAspectExec[256]; 
  ::GetPrivateProfileString("Aspect", "ExecCmd", szDefVal,      
                                          szAspectExec,dwSize, "InfobusPrototype.ini"); 
  ::WritePrivateProfileString("Aspect", "ExecCmd", szAspectExec,                
                                             "InfobusPrototype.ini"); 
  try { 
    system(szAspectExec); 
  } catch (...) { 
  } 
} 

Table 24: Implementation details of the advice 
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The aspect is applied to the target application by adding a source snippet that describes a point 
cut expression among others to determine the validity for the aspect. This validity depicts when 
the aspect is to be called by identifying a pattern for class name and method and the weaving 
type to determine whether it should be called for entry or exit events. 
 
Setup 

 
TraceAllAspect b; 
 
MethodPC   meth; 
ClassPC   classpc; 
PCD  pc; 
WeaveSpecs ws; 
 
DAC_INIT(); 
meth.setvalue("*"); 
classpc.setvalue("*"); 
 
pc.setmethodPC(meth); 
pc.setclassPC(classpc); 
 
ws.setweavetype(Before_T); 
b.setweavespecs(ws); 
b.setpcd(pc); 

Table 24a: Setup required in the target system to allow dynamic weaving 

To allow the aspect to be used it is necessary to inject the join points, which is also called 
minimal hooks, the source code will look at bit different. The table below outlines a snippet of 
the run() method from one of the thread classes after the injection has been processed. 
 
run() public : virtual void run (  ) {  _dac_arrayvoidptr  _dac_array_act_rec;  

 _dac_arrayvoidptrnodeptr _dac_ptr2 ,_dac_ptr3; 
  
 _dac_ptr3=NULL;  
 if  (MethodMOP[15].before)  
    {   Aspectnodeptr _dac_ptr1; 
_dac_ptr1 = MethodMOP[15].beforeHead; while (_dac_ptr1!=NULL)  
 { _dac_execute_before(15,_dac_ptr1,_dac_ptr3); 
_dac_ptr1=_dac_ptr1->next; }  
 }  _org_run (); 
  if  (MethodMOP[15].after)  
    {   Aspectnodeptr _dac_ptr1; 
_dac_ptr1 = MethodMOP[15].afterHead; while (_dac_ptr1!=NULL)  
 { _dac_execute_after(15,_dac_ptr1,_dac_ptr3); 
_dac_ptr1=_dac_ptr1->next; }  
 }   
}  

Table 25: The FileThread::run() method from the sampleservice after the injection of join points 

A sequence of traces, collected by the aspect above (see table 23, 24), is analyzed to identify the 
behavior of the target systems. This makes it possible to construct a pattern that matches that 
particular sequence by knowing which method calls a certain behavior produces. The pattern 
can further be used to identify high level events and application alerts to which recovery actions 
can be related.  
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Figure 24a: A tool to help weave and unweave 

To weave and unweave a service, a tool has been constructed for that particular process. In 
general the tool also allows a Windows service to be installed, uninstalled, started and stopped.  
The tool requires only the path to the executable and the registered name of the service. 
 

4.4.2 Definition of data and metadata 
The previous section states that an event driven communication is used. To achieve this it has 
been chosen to use a message queue technique. The data to transfer on the message queue must 
be in a uniform format that addresses the needs for a consolidated that can be used to 
demonstrate the hypothesis.  
 
Definition Event log = Data collected by probes � Metadata. 

 
The definition above is based on the example depicted in the motivation (cf. section 1, figure 
0a) that states an example that is constructed on the foundation of low level traces and high 
level metadata. In other words, the definition is a subset of or even a prerequisite for the 
hypothesis. 
 
Secondly, the data collected by the probes and its relation to the metadata are highly relevant to 
base a foundation for the rational of the decisions in an autonomic system. In other words, the 
message format must be designed to meet the following perspectives.  
 

• Message Queue. The requirements given by the message queue such as header 
information (i.e. sender and subject).  

• Collected data. The structure of data from probes (i.e. traces). 
• Metadata. The information (cf. section 1, table 1) that is required to reestablish a system 

from its bad states. 
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The content of the header information is trivial; it must contain information about the sender, a 
status, a timestamp and a subject. It will not contain information about a particular receiver. The 
reason for this is that the receivers are subscribing for a subject or channel through which they 
can be reached. 

 

Figure 25: The high level description of the message composition 

The data sent by the publisher is unfortunately not that trivial. It can be divided into two 
perspectives; collected data and metadata. From the point of view that represents the collected 
data, the format must be covering all kinds of traces and for the metadata it must be covering all 
subjects supported by the message queue.  
 
In other words, the format must either be general enough to cover all these perspectives or it 
must describe the format of all subjects in-depth. It has been chosen to use the general approach 
where each subject is covered by its own format description that can be enclosed within the 
body of the general message format. 
 
The messages will be described in a common self-descriptive format that is easy for human 
beings to read due the respective design goals (cf. section 4.2). Based on this, it has been chosen 
to use XML9 instead of a proprietary format. A detailed description of this particular design 
decision and the format itself can be found in the appendices (cf. section 8.3.3 and section 8.4). 

 

Figure 26: The relationship among the types of messages 

                                                      
 
 
 
 
 
9 XML is an abbreviation for eXtensible Markup Language 
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The diagram above shows the relationship among the message types. The lowest level of 
messages is a trace. The events are recognized through a pattern of these traces. The information 
(as required by motivation cf. section 1, table 1) that is used by the consolidated is based on 
both events and actions.  
 
The structure of the data can be validated by either a DTD10 or a schema as described in the 
appendices (cf. section 8.3.3). The pros and cons for both validation techniques are described in 
the appendices (cf. section 8.4.2). 
 
This particular format and message structure meets the exact requirements given by the message 
queue due to its abstractness. It states the header information that is needed and a body tag that 
is reserved for data from the publishers. The data from the publishers can be divided into the 
following subjects. 
  

• Trace  
• Event  
• Action 
• Command 

 
These subjects are targeted for the abstraction in the architectural view (cf. section 4.2.1) and 
the three-layered reference model (cf. section 3.2.2). Every subject is addressed by a certain 
component even that that the uppermost layer does not yet contain any components. Anyhow 
the uppermost layer is easy to plug in due to abstractions and the loosely coupled design. It is 
more challenging to construct the components in the uppermost layer because they will contain 
the most complex and time consuming calculations in the entire proof of concept. The reason 
for this is that the uppermost layer is responsible for (online) generation of new rules and 
(online) modification of existing rules due to the respective goals.  
 

                                                      
 
 
 
 
 
10 DTD is an abbreviation for Document Type Definition 
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Figure 27: Messages by subjects transferred between layers 

The taxonomy below depicts a brief description of each of these subjects, where each subject 
has been placed in a layer in the reference model that can be identified as its sender. 
 

Subject Description Reference model 

Trace Low level data generated by the probes. Component control 
Event Events derived from the low level data. Change management 
Action Actions derived from the events and metadata. Change management 
Command Actions expressed as commands fired against the target system. Component control 
Request Requests for plans or changes of exiting plans Goal management 
Change New plans and change of the existing plans Goal management 

Table 26: Subjects used for the message queue 
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4.4.3 Data mapping 
Starting from the lowest level of messages; the content of these messages must be identified in a 
way that makes them usable and identifiable in relation to events and actions. In section 3.4.1 
mapping traces have especially been targeted while it has been used in the DiscoTect approach 
from previous research [6] to recognize architectural structures through class method events (cf. 
section 3.2.4). This is exactly what is going to be used with focus on class method events, which 
is similar to the traces collected by the aspects (cf. section 4.4.1). 

 

Figure 28: Field mappings between message types 

These low level traces must be mapped to high level data and application alerts. To do this, it is 
done by abstract categories (cf. section 3.4.1). The most challenging is to bridge from the low 
level traces to the high level data. The bridging has primarily been done by the use of the name 
of the binary image / executable due to the inaccessibility of the source files in the run-time 
environment. Secondly, a pattern match is required in order to locate an event containing the 
proper trace.  The uppermost level in the table above illustrates the fields that are used in the 
example in the motivation (cf. section 1) and their mapping to the lower levels of data. 
 
It does not outline all fields from the message types, but only those that either have been used 
for bridging purposes or with a direct relation to the fields in the example depicted in the 
motivation – all other fields have been omitted. 
 
Anyhow a detailed description of the message structures outlines how the filename of the 
executable is used in all message types to bridge between the levels of abstraction. This 
description is also a walkthrough of the DTDs used for message validation and it can be found 
in the appendix (cf. section 8.4).  
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4.4.4 Data model 
In section 4.4.3 data mapping between the respective message types has been depicted, but these 
message types also require a model for the metadata that is used when transforming between 
messages types. An example of this is when a trace is match against the events by the patterns. 

 

Figure 29: Data model used by the information bus 

First of all, the metadata is deployed in two steps; one step that uploads the data to the database 
and another step that expands the data to the model. When metadata is being uploaded, it is 
uploaded as metadata entities and stored into the METADATA table in the database. Step two 
traverses the records in the metadata table and expands them into the metadata model 
respectively. 
 
Expanded metadata can be either an event or an action, but not both. An event contains a pattern 
that is used when matching the traces. The patterns are stored into the EVENT_PATTERN table 
in the database, while the traces are stored into the EVENT_SCHEME table in the database. 
 
Actions are expanded as action entities and stored in the ACTION table in the database. An 
action entity holds key information about the actions and a sequential description of the 
procedure to be used for recovering. An action is related to events by the EVENT_ACTION 
table in the database that holds key values for both types. 

 
4.4.5 Controller implementation 
The controller is created with respect to the architecture described earlier (cf. section 4.3.1, 
figure 18). The architecture depicts that the controller is associated to both a listener and a 
dispatcher. The listener is listening for actions and the dispatcher publishes commands towards 
the effectors. 
 
The most complex part of the architecture is also the controller, but it is still a mandatory 
component when managing the individual events that comes from the systems. Anyhow because 
of its high complexity and the related transactions, several controllers must coexist by the use of 
passive redundancy (cf. section 4.3.3.1). All controllers in passive mode will only be listening 
while the one and only that exists in active mode responds to messages and removes them from 
the queue by changing their status. 
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All components, especially the controllers, can be registered in a central registry. The registry is 
interfaced through an API that is implemented as a singleton and located in the message queue 
library. The library does not hold any data; it is only an interface to the storage that is used as a 
repository for the registry.   
 
In this way the singleton does not need to be accessible across process scopes for data sharing, 
but it can still be used across process scopes even that an object in a dynamic library cannot 
exists in a multi-process content due to the facts that a new instance of such a library is loaded 
every time it is used. 
 

 Decentralized registry Centralized registry 

Advantages No centralized repository or 
singleton object that is accessible 
across process scopes is required. 

Other components can easily be 
adapted to the registry concept 
without any major 
reimplementation. 

 The mechanism used for 
communication among the 
registries within the components 
can be used for other purposes 
such as heartbeat and ping/echo 
[1, p 102]. 

The central registry can be used to 
register the latest activity (as heart 
beat-like) for the respective 
components. 
 

  Only one registry is to be 
maintained. 
 

  No synchronization among 
components is required. 

Disadvantages Synchronization of all registries is 
necessary and it requires the 
respective components to 
communicate directly. 

The respective components require 
access to a central storage to which 
the access can be obstructed. 

 A direct synchronization among 
the components requires another 
communication mechanism to be 
introduced. 

 

Table 27: Pros and cons for registry types 

 
Finally, for the registry to be accessible across process scopes, it has been chosen to use a 
database even that it might cause minor latencies. Anyhow when using a database, it does not 
only allow the registry to be available across process scopes, but also across physical nodes. 
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Figure 30: Controller architecture 
The controller is divided into two classes; a ControllerBase class that takes care of the 
communication with the ComponentRegistry class and a Controller class that receives and 
handles the incoming messages, where inbound messages are handled by the onMessage() 
method that is inherited from the IListener class. 
 
The Controller is not placed in the Controllers package. It is currently only the ControllerBase 
that is placed in the Controllers package. The reason for this is that the implementation of the 
Controller class needs a tight coupling to the GUI11 due to the facts that the received messages 
must be transformed into a model that suits the way it must be displayed. For other controller 
implementations that do not need this tight coupling, they can be placed in the Controllers 
package respectively. 
 
The Controller class is primarily using two handlers from the Metadata package; the 
EventHandler and the ActionHandler classes. These classes are used to parse the inbound 
messages; storing and querying the respective data from the database. The handlers inherit their 
database connection from the MetaStorageBase and use a utility class MetaXmlHandler to parse 
the XML data. 

                                                      
 
 
 
 
 
11 GUI is an abbreviation for Graphical User Interface 
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Another way of constructing this is to inherit from both the MetaXmlHandler and the 
MetaStorageBase classes, but due to the facts that the base classes have different 
responsibilities, it will be awkward because the responsibilities of the three “type-handlers” 
ends with a confusing and mixed responsibility.  

   

4.5 Usage 
4.5.1 Prerequisites and preparation 
The proof of concept is based on other tools and it is therefore required that these have been 
installed prior to the usage. In the following it has been depicted what needs to be installed to 
allow the usage of the proof of concept. 
 
4.5.1.1 Log-enable Windows services 
To log-enable a Windows service, it must be injected with minimal hooks. This is done by a 
tool that comes with the DAC++ framework, which is done from the command prompt. 
 

 Prerequisites URL 

 Open C++ compiler [U10] 

Table 28: Software and libraries that is required for the weaving tool 

A commercial and non-modified version of the Open C++ compiler can be found at [U10], 
while DAC++ which is a modified version is enclosed with this thesis. It outputs a binary with 
inactive minimal hooks waiting for dynamic weaving. 
 
myocc -A -v   myaspects.h 
myocc -v  -- -o sample myapplication.cpp 

Table 29: Stage 1 for generation of metadata 

The first stage of compilation is used to generate Meta object data information about the internal 
structure of the program.   The second stage of compilation injects the minimal hooks required 
to allow dynamic weaving and unweaving of aspects at run time. This is done by the second 
compilation, also called DAC++ stage 2, as showed in the table below.  
 
myocc2 -v  -- -o sample "myapplication_stage1.cpp" 

Table 30: Stage 2 for injection of minimal hooks 

The target systems are now ready to be installed and started in their normal environment that 
has been extended by the accessibility to the weaving libraries. The minimal hooks can be 
activated by installing the Aspect classes from the dynamic weaving approach. These aspect 
classes will collect and publish data on the message queue as needed. 
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4.5.1.2 Monitoring the log 
Monitoring the log is easy, but before it can be done the proper libraries that it uses must be 
installed. First of all, the proof of concept must have access to the message queue. Secondly, the 
message queue is using third-party libraries that must be accessible as well. 
 

 Prerequisites URL 

 Microsoft SQL Server Express Edition [U8] 
 Nokia Qt Cross-platform graphical framework [U6] 
 Microsoft XML Parser [U5] 
 Microsoft C++ Runtime libraries [U7] 

Table 31: Software and libraries that is required for the proof of concept 

The third-party libraries are accessible from their respective homepages such as the graphical 
user interface framework from Nokia, Microsoft XML, and Microsoft C++ Runtime libraries. 
 
The message queue libraries are included in the proof of concept along with the consolidated 
log application. All these libraries are compiled in one batch with respect to the relationships. 
The third-party libraries must be accessible through the search path to allow the proof of 
concept to run properly after a successful compilation. Finally, the metadata files (.da-files) for 
the weaving aspect must be placed in the same directory as the Windows service executable. 
These files can be located in the source archive enclosed with this thesis. The files are placed in 
the debug directory for the respective Windows service project. 
 

4.5.2 The monitor application 
The primary window in the proof of concept is the window that is used to monitor incoming 
events. The screen print below illustrates that particular window that is to be used in the use 
case that describes how the log is monitored (cf. section 4.1.2). 

 

Figure 31: The main window in the proof of concept 
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The main window is divided into two parts; a list in the top that is updated with events and a list 
in the bottom that shows the recovery procedure with a list of actions for a certain event. The 
list of these recovery actions depend on the event that has been selected. Some of the actions are 
purely manual while others interfere directly with the to the target systems.  
 
The [Execute] button can be used for those actions that are interfering directly with the target 
system, which will fire the proper command against the respective target system. The button 
will be disabled in this version of the prototype due to the delimitations (cf. section 2.1) in this 
thesis. 
 

 

Figure 32: The trace window in the proof of concept from where it is possible to locate all traces 

related to a certain event. 

For those who are interested in the low level traces, it is possible to see a trace for a certain 
event. Selecting an event followed by pressing the [Show Trace] button will actually show the 
related low level trace. The low level trace is very low level and it is not expected to be part of 
the general usage due to the facts that method traces not directly tell anything about the state of 
the target systems, but it can be used for debug purposes only by systems engineers when faults 
are detected. 
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Figure 32a: Registered components on startup 

Finally, it is possible to see the running components by type, subject, id and so forth. This is 
done through the settings menu. Generally when the consolidated log is started, it also starts; 
four gauges, four abstract gauges and one controller.  
 

 

Figure 32b: Two consolidated logs started, where the second is in passive mode 

The consolidated log does only have one controller because it is acting as a controller through 
its aggregation according to its definition (cf. section 4.3.1). Multiple consolidated logs must be 
started to achieve more than one controller and if the master controller stops due to failures 
another can (manually) be promoted to master. 
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Figure 32c: Multiple services is being monitored 

 
In relation to the hypothesis, the proof of concept must be able to monitor multiple Windows 
services. In this thesis a third-party Windows service is introduced for this purpose (cf. section 
3.1.3). The screen print above shows how it collects traces, maps those to high level events and 
actions accordingly. 
 
Opposite the sample service, which runs continuously, the telnet service does only run and 
produce traces when it has an active session. The interaction sequences that is being  are telnet 
sign on and telnet signoff for this demonstration. The reason for this is that it is currently the 
only two events that exist for the Telnet service. 
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4.6 Test method  
In the previous section it has been outlined how the graphical user interface for the consolidated 
log looks like. In the following a detailed description about the setup is depicted. According to 
the architecture outlined earlier, the proof of concept is able to function in a distributed 
environment, but this test environment is only dealing with a simplified setup that has only one 
node. 
 

4.6.1 Physical setup 
Prior to the installation of the proof of concept it is necessary to install SQL Server Express 
Edition [U8] that is to be used as the central repository along with the libraries needed for the 
proof of concept as described earlier (cf. section 4.5.1.2). 
 
The physical setup for test purpose is based on the stand alone configuration (cf. section 4.3.2) 
which means that all components are installed on the same node with the limitations and 
differences in correspondence to a production environment. 

 

Figure 33: Physical setup 

After the installation of the database has been completed all tables must be created properly as 
described by the DDL12 in the appendix (cf. section 8.1) and to make it possible for the proof of 
concept to access the database an ODBC entry must be created as a System DSN respectively.  
 
Please note that the connection information and other settings that is used by the proof of 
concept is stored in the InfobusPrototype.ini file. The name of the DSN, the database and the 
user credentials must be aligned with the content of this file. 

 

                                                      
 
 
 
 
 
12 DDL is an abbreviation for Data Definition Language 
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4.6.2 Define and upload metadata 
In section 4.4.2 a model for data and metadata has been outlined. This metadata is essential for 
discovering events through patterns of traces because these are actually defined by the metadata.  
 
The metadata, that describes the mapping between the levels of abstractions, are constructed by 
manually monitoring the generated low level traces and recognize patterns from which the 
mapping rules can be defined. 
 

 

Figure 34: Deployment of metadata 

The initial setup does not include an already deployed metadata model, but a few simple 
mapping rules exist as XML files. They must be deployed properly before usage. In the 
appendix a simple form of such patterns can be located for upload while more complex ones can 
be created and uploaded if needed.  
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4.6.3 Test scenarios  
To generate a log it is necessary to either simulate or produce log traces by Windows services 
that are prepared for this purpose. Simulating the prototype with trace-like information is not an 
acceptable approach and the reason for this is that it does not include dynamic probes as stated 
in the hypothesis.  
 
Instead two Windows services are used for this purpose; a third-party Windows service, which 
produces traces under normal operation and a sample service that is used to generate application 
alerts. While the third-party Windows service is running, the Sample Windows service connects 
to or tries to connect to a database and to a file.  
 

Initial 

Start the database used for the Sample Windows service. 
Start the Sample Windows service. 
Start the third-party service. 
Monitor logs for normal operations are produced by both services. 

Table 32: Steps for starting up 

Failures 

Prevent access to the table SAMPLE_DATA in the database by renaming it. 
Monitor logs for application alerts from the Sample Windows service. 

Table 33 Steps for producing errors 

Recovering 

Re-allow access to the table SAMPLE_DATA in the database by renaming it to its original name 
again.  
 
Please note that the Sample Windows service currently thinks the database is inaccessible because of 
lost connectivity due to fewer granularities of the error handling while tries to reestablish the 
connection. This is the reason why it states that it is a problem with the database connectivity. 
 
Monitor logs for normal operations are produced by both services. 

Table 34: Steps for recovering 

The lists above outline the steps that are used to generate data for demonstration of the 
consolidated log. The steps are divided into three categories; initial that is for start up, failures 
that is used to cause failures, and finally recovering that is used to recover the Sample Windows 
service from its bad states.  
 
4.6.3.1 Test acceptance 
A successful test displays the recovering steps in the consolidated log when the related 
application alert is selected. The information that is needed for the recovery actions are defined 
by the metadata that has recently been deployed as described in the previous section (cf. section 
4.6.2).  
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Secondly, the availability and scalability is tested successfully if the requirements depicted by 
the bulleted list below can be verified. The availability is tested by increasing the available 
resources (by starting more than one consolidated log) and the scalability is tested by collecting 
data from more than one running Windows service. 
 

• Several instances of the consolidated log can coexist, where only one of them contains 
an active controller.  

• It should be possible to switch from passive mode to active mode for the consolidated 
log that does not have the active controller.  

• The log must contain traces and events from both Windows services that have been 
introduced in this thesis. 

 

4.7 Evaluation 
4.7.1 Techniques  
To validate the techniques, it is important to take a look at how they did help to produce the data 
needed as described in the motivation (cf. table 1, section 1). Did it actually produce all data 
without any manual help? How was the usability of the collected data, did it need to be post-
processed and in what degree or could the collected data be used as is. 
 
4.7.1.1 Dynamic Aspect C++ 
In general this technique is not a real dynamic weaving, but a prepared dynamic weaving. This 
means that not only the binary image is needed to perform the respective weaving, but also the 
source code. The reason for this is that the source code needs to be prepared for the weaving. 
 
In the use case that outlines how a Windows service is log-enabled (cf. section 4.1.1), it 
describes that a technician should be able to perform such a log-enabling. It is still possible for a 
technician to perform this, but it requires a bit more knowledge though that the technician must 
be able to prepare and compile the source code. In other words specific knowledge about the 
compiler becomes a prerequisite for the entire log-enabling operation. 
 
Secondly, the DAC++ is a prototype and it is primarily targeted for research purposes on the 
UNIX platform. This version of the DAC++ is ported to the Windows platform that is available 
from the source archive enclosed with thesis. The ported DAC++ does currently not work in the 
same way due to the differences between the Windows platform and the UNIX platform. For the 
time being it is not able to traverse the headers that are included. This has the consequences that 
aspect code and application code must be in the same source file, but it is an issue that can be 
solved over time. Finally, the use of the message queue libraries within the aspect did cause 
some problems due different compiler environments, but it was solved by encapsulating the 
message queue specific functionality into an executable. The executable is called by the system 
function in the aspect code. 
 
These constraints taken into account, the technique actually managed to collect the proper 
information needed from the runtime environment even that changes to the program were 
needed. The proper trace messages contain the collected runtime information respectively such 
as name of binary image, processor id, and thread id, class- and method identifiers. 
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4.7.1.2 Efficient mapping of system traces 
The technique, that is used to map low level data to high level events, is primarily used for 
construction of architectural views, which means that it has not been adapted fully. In other 
words, it was primarily used to identify components in architectures rather than high level 
events derived from a low level event scheme.  
 
Anyhow the part of the technique that stores low level data has been used and it stores the data 
properly. It has the ability to store both runtime and structural information (cf. section 4.4.1) and 
it stores what is required to identify the primitive categories for the event scheme.  
 
The mapping of low level data to high level abstractions has been done by the use of an event 
scheme and a classification hierarchy (cf. section 4.4.3). This will map the data on each level of 
abstraction by categorizing them into their respective types even that the mapping is not done 
entirely in the same way. It was primarily used for construction of architectural views where the 
low level data is categorized for identifying components while only the respective fields are 
mapped in this prototype. 
 
Secondly, the technique does not contain an algorithm that can be used as is for the approach in 
this thesis because of the different purposes, but it does help with some techniques to bridge 
between the levels of abstractions. The result of this is an event scheme (cf. section 4.4.3) from 
which an algorithm can be based on. This algorithm does currently only have minor issues that 
states; for a sequence with two or more identical methods in a row the first one is always 
chosen.  
 
Anyhow even that the mapping technique was made for another purpose it actually did map the 
low level data to high level events by the use of its classification hierarchy successfully if 
patterns are designed to avoid the issue outlined above.  
 

4.7.2 Proof of Concept 
The validation of the proof of concept must be done from two perspectives. First of all it must 
be determine if the required information is captured. The information depicted in the taxonomy 
in the motivation (cf. table 1, section 1) must be captured as a minimum as it is the primary 
prerequisites for the hypothesis. Secondly, the correctness of the hypothesis (cf. section 2) must 
be determined. This is done by testing whether the hypothesis is true or false.  
 
4.7.2.1 Accessible information 
First of all we need to investigate whether the proof of concept is able to generate a log based on 
the captured information and the metadata that is equivalent to the examples (cf. figure 0 and 
figure 0a in section 1) and the taxonomy that depicts a classification of these data (cf. table 1, 
section 1). To do this we need to clarify which information that is available in the proof of 
concept. 
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Required field Short description Visible Correct Real-time 

App. Name Name of executable. � � (single apps) � (normal operation) 
Alias Event type. � � � (normal operation) 
Event Event name. � � (depends on the pattern) � (normal operation) 
Severity Importance. � � � (normal operation) 
Action Recovery actions. � � � (normal operation) 

Table 35: Verification of data in the proof of concept 

The symbol � indicates that it works as expected, and the symbol � indicates that it has some 
defects in relation to the hypothesis and the example depicted in the motivation. 
 
The taxonomy verifies whether the information is visible, its correctness for reliability issues 
and finally whether it has been generated in real-time or with a delay to clarify if it has any 
impact on the response measure part of the hypothesis. 
 
Conclusively all information are visible and correct and the information is generated at real-time 
under normal operation, but if some of the components are stopped for unknown reasons, it will 
result in growing queue which takes time to process. In other words, due to the facts that the 
message queue is processing the messages after the principles of FIFO13, it will result in a minor 
delay that depends on the size of the unprocessed messages on the queue. Secondly, the 
correctness depends of course of the metadata and its granularity – in other words: Garbage in 
(metadata) = garbage out (log content). Third, the events were generated correctly, if the issue 
depicted under the evaluation technique (cf. section 4.7.1.2) is avoided when construction the 
patterns for identifying the high level events and application alerts. 
 
Finally, the target systems are currently only indentified by the name of the executable. In order 
to locate the service in a high availability environment with cloned systems, it might be required 
to include other information such as full path, node name and IP address. This information can 
also be collected by the aspect and the trace XML format just has to be extended with these 
fields and viewed in the proof of concept i.e. by a tool tip or an extra column. 
 
4.7.2.2 Architectural design 
An architectural design can be verified in several ways. A number of formal methods such as 
ATAM [1, p. 271] can be used to calculate its risks. This evaluation of the architectural design 
will not include a walkthrough of a formal method, but it is done in an informal way by 
measuring it against the hypothesis through the respective design goals (cf. section 4.2). 
  

                                                      
 
 
 
 
 
13 FIFO is an abbreviation for First-In-First-Out 
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Design Goals 

Availability ���� The degree of availability depends on the availability of each component, but 
a component works independently and multiple instances of the same type 
might exist (cf. figure 24 in section 4.3.3 and figure 32a in section 4.5.2). 
 
In other words, the consolidated log that comes with the proof of concept start 
four gauges, four abstract gauges and one controller that all runs concurrently. 

Scalability ���� Multiple Windows services can be monitored by adding another Windows 
service with probes injected into its source that calls an aspect to publish 
traces on the message queue. 
 
Multiple instances of each component can coexist with respect to the 
architecture outlined in this thesis (cf. availability). 

Distributed ���� 

 

 

���� 

 

Windows services are able to publish messages on the message queue from 
different nodes, but this setup is actually not included in the test environment.  
 
The only reason why it is not working as expected is due to lack of tests and 
not because of the architectural design. The reason for this is that the 
communication used by the message queue is based on an ODBC connection 
that works in the same way in both a standalone and in a distributed 
environment. 

Abstractness ���� The proof of concept is forming a general interface to be used when 
communicating with the message queue. 
 
The design of the proof of concept is based upon a three-layered reference 
model that makes it easier to continue the work and extend it with other 
features. 

Single-
language  

���� The programming language named C++ has solely been used for aspects and 
program code.. 

Easy-readable 
message 
format 

���� XML has been used for intercommunication even that XML can be expressed 
in a very complex and hard-readable format, but only a subset of the features 
are used to prevent a high complexity that is hard-readable. 

Table 36: Evaluation of design goals 

The symbol � indicates that it works as expected, and the symbol � indicates that it has some 
defects in relation to the hypothesis and the example depicted in the motivation. 
 

Hypothesis Design Goals 

A user is able to analyze the log 
information from running Windows 
services. 

The possibility to monitor several Windows services 
requires the architecture to be scalable. 
The location of each Windows service might be on 
different nodes, which requires a distributed architecture. 

Windows services injected with dynamic 
probes are able to generate real-time trace 
information. 

Errors messages are produced based on the trace 
information and displayed in an easy-readable format for 
usability issues and it does not include any raw XML. 

Systems are repaired within one hour Error messages are easier to interpret for human beings 
due to better usability, which might result in faster 
problem solving and a better availability. 

Error messages must be generated at real-
time 

To generate real-time error messages it requires a high 
availability to reduce latency due to unavailable 
components. 

Table 37: Hypothesis vs. design goals 
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Please note that not all design goals have a direct relation to the hypothesis. Some of the design 
goals have only a relation to the architectural benefits to make it easier to adapt the work to 
future research and future requirements in general. 
 
4.7.2.3 Known implementation issues 
In the following it will depict the issues that exist with the current implementation of the proof. 
This will include defects and unimplemented features with respect to the delimitation (cf. 
section 2.1) of this thesis.  
 

• Currently no metadata browser exists in the prototype. Metadata is constructed by the 
help of the user’s favorite editor, deployed by the proof of concept and viewed with 
Microsoft SQL Server Management Studio respectively. 

• A number of known interface leaks and memory leaks exist in the prototype. Interface 
leaks must be eliminated by the use of smart pointers, while memory leaks must be 
eliminated by cleaning up data after usage.  

• All components must currently be started manually and they live as long as the 
consolidated log is kept running. It is recommended to encapsulate the individual 
components in Windows services to keep them running independently of the current 
user session and the running consolidated log. 

• The failover mechanism is currently manually by the promote functionality. The reason 
for this is that Microsoft SQL Server locks memory pages instead of rows when it 
updates the time of last activity continuously and it causes deadlocks. 

• The proof of concept does not yet include an Effector that is able to fire commands 
against a target system for recovering purposes. 

• The thread synchronization within the message queue uses mutual exclusion (also 
called mutex), and it does unfortunately not work across nodes. This has the impact that 
components of the same type must be placed at the same node, while components of 
different types can be placed on different nodes. To solve this, the implementation of 
the mutual exclusion must be replaced by one that works across nodes. This could be an 
entry in the database that is used to register a token and its current owner. 

 

4.8 Summary 
In section 4, a walkthrough from top to bottom of the proof of concept has been outlined. It 
starts by depicting two use case scenarios; a scenario that describes how a Windows service is 
log-enabled and a scenario that describes the monitoring of the log.  
 
The use case scenarios have been followed by a description of the design goals for the 
architectural design. The design goals are targeted the hypothesis and the potential benefits of 
an architectural prototype. The architecture has been described from three views; module view, 
component connector view and allocation view.  
 
The architecture is based on few components that are loosely connected by a central message 
queue to allow easy removal and addition of components. The components are divided into two 
categorizes; active and passive components. The active components include gauges, controllers 
and effectors while the passive components include the aspects that are called by the target 
systems and libraries. In other words, a message goes from the aspects, to the gauges that 
dispatches to the controllers, which send messages to the target systems through the effectors 
that restore the target systems from its bad states.   
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Next to the architectural views goes a description of the implementation highlights rather than a 
detailed description of the implementation. This includes highlights describing the construction 
of the messages and the way the data are mapped to high level events among others.  
 
After the architectural presentation a walkthrough of the running proof of concept with screen 
prints are described shortly. It includes the most important functionality to demonstrate the 
hypothesis. Finally, the techniques and the proof of concept are evaluated by informal 
techniques and the evaluation of the prototype includes also a description of the known issues 
with the current version of the proof of concept. 
 
In the next section the subject of this thesis will be summarized followed by a conclusion of the 
work and a brief description of the future work within the field coined by this thesis. 
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5  Con c l u s i o n  a nd  f u t u r e  wo rk  
In the last section the proof of concept used in this thesis has been outlined. The proof of 
concept has been introduced by a few use cases followed by its design goals and the 
documentation of its architecture seen from relevant view points. For a better understanding 
some of the relevant implementations has been highlighted, which include the message 
structure, the implementation of the controller and design of the message queue. The last section 
has been finalized with a description of the test environment and a few test cases to show how 
and when the test of the proof of concept is a success or not. Finally, an evaluation of the 
techniques and the proof of concept is made with respect to the design goals and hypothesis in 
the thesis.  
 
In this section a summary of this thesis can be found followed by a conclusion of the work and 
how a description of how the research can continue both in relation the subjects in this thesis, 
but also from a more autonomic point of view. 
 

5.1 Summary 
This thesis deals with a general problem that is often seen within the systems management 
industry. The general problem is that many systems exist and each of them has their own log or 
even logs. The work is focusing on the Windows service of these systems and it tries to solve 
the problem with many heterogonous logs by the use of a consolidated log.  
 
The data for the consolidated log is based on data from dynamic probes that collect data (i.e. 
method calls) from the running systems. This data can be used to determine the behavior and the 
state of the service, which can be mapped to high level events, application alerts and recovery 
actions. To provide the correct mapping between the levels of abstraction a repository with 
metadata is used. This repository contains rules for both high level events and recovery actions 
that clearly tell how and when an legal mapping is to be located.  
 
To demonstrate the techniques a proof of concept has been made. This proof of concept includes 
two Windows services and a consolidated log. One of the Windows services are used to produce 
application alerts while the other is to demonstrate that it can handle multiple Windows services 
and that it is able to distinct between two Windows services without choosing events or actions 
from the other or the “wrong” Windows service. 
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5.2 Conclusion  
This thesis is trying to demonstrate a hypothesis that is twofold. One part of the hypothesis 
concerns a more technical subject while the other is more related to usability even that both of 
them is to reduce the time a Windows service is inaccessible. 

 

A running Windows service injected with dynamic probes is able to 

generate real-time trace information, such as method calls, that can be 

used as a foundation for a consolidated log. 

 
The first part of the hypothesis is to demonstrate how dynamic probes can be used to outline the 
behavior of Windows services by tracing and logging its method calls. This is continued by a 
demonstration that shows how this trace information can be used as a foundation of a 
consolidated log. 
 

A user is able locate the root cause of failure and repair a failing 

Windows service by the help of application alerts and recovery 

procedures from the consolidated log within one hour. 

 
Secondly, it depicts that it will be easier for a user to locate the root cause of failure when all log 
information is collected in one standardized log and reduce the time it takes to analyze the log to 
speed up the recovery process for the Windows services that are not properly functioning. 
 
In relation to the first part of the hypothesis this work has been centered on a number of 
collecting techniques that support dynamic probes. The focus was primarily dynamic weaving 
rather than static weaving, but it is very difficult to locate a dynamic weaver that is accessible 
and even when one is located it is often just a prototype. This is also one of the reasons why 
more than one technique is demonstrated in this work. The investigation of a suitable technique 
and its references often ends blind because the implementation was inaccessible. Anyhow it 
depicts the approaches for future research. 
 

It’s easy (and true) to say that more research is needed to realize the 

autonomic computing vision [2, p. 19]. 

 
In other words, more research is needed within this field before a technique that is using 
dynamic weaving is accessible for commercial use. This confirms that more research is needed 
to realize the autonomic computing vision - for commercial matters. 
 
This work ends up using a technique that is based on a prototype that is using prepared dynamic 
weaving. It collects trace information from two running Windows services that maps to high 
level events and stores the evens into one common log respectively. This demonstrates the first 
part of the hypothesis that states it is possible to generate real-time trace information from a 
Windows service and use it as a foundation for a consolidated log with a standardized format. 
 
The consolidated log contains recovery procedures that are related to the high level events. The 
reason for this is to support a faster recovery process. The first part of the hypothesis prevents 
analyzing of several logs while the last part prevents multiple sources of recovery procedures. In 
other words, both the log information and the recovery procedures are to be easily located in a 
central log to reduce time. This reduces the total time of the repairing process, decreases the 
time a Windows service is inaccessible due to failures and finally a better availability for the 
Windows services. 
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5.3 Future work 
The work in this thesis can be used as a foundation for autonomic computing due to the facts 
that consolidated logging is one of the fundamentals for autonomic computing as depicted by 
the autonomic axis that states consolidated logging belongs on the managed level. 
 
The architecture of the proof of concept is designed with respect to the guidelines given by the 
three-layered reference model. This makes it possible to continue the work of this thesis from 
several points of views. First of all, it might be interesting to take a deeper look into the 
collecting techniques and investigate the possibilities for dynamic weaving without source code 
preparation or finalization of the current used collection technique.  

 

Figure 35: The architecture of the proof of concept where gabs are highlighted with gray 

background 

Secondly, all recovery actions are currently processed manually. This could be changed by 
adding an Effector component (cf. section 3.2.3) to the proof of concept, which will be 
responsible for firing the necessary commands against the target system. 
 
Finally, the goal management layer (cf. section 3.2.2) in the proof of concept is leaving a huge 
gab, which is to be used for autonomic components. In other words, the work can be continued 
by adding components belonging to this layer with responsibility for deployment of rules, 
online generation of rule sets and business rules with an integration of or a relation to the 
current ITIL14 and SLA15 that might exist in the an organization. 
 

  
                                                      
 
 
 
 
 
14 ITIL is an abbreviation for Information Technology Infrastructure Library 
15 SLA is an abbreviation for Service Level Agreement 
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7  G l o s s a r y  
 
AOP Aspect-oriented programming (AOP) is a programming 

paradigm which aims to increase modularity by allowing the 
separation of cross-cutting concerns. AOP forms a basis for 
aspect-oriented software development. 

API Application programming interface (API) is a particular set of 
rules and specifications that a software program can follow to 
access and make use of the services and resources provided 
by another particular software program that implements that 
API.  
 
It serves as an interface between different software programs 
and facilitates their interaction, similar to the way the user 
interface facilitates interaction between humans and 
computers. 

ATAM Architecture Tradeoff Analysis Method (ATAM) is a risk-
mitigation process used early in the software development life 
cycle. 
ATAM was developed by the Software Engineering Institute 
at the Carnegie Mellon University. Its purpose is to help 
choose a suitable architecture for a software system by 
discovering trade-offs and sensitivity points. 

Cluster A computer cluster is a group of linked computers, working 
together closely thus in many respects forming a single 
computer. The components of a cluster are commonly, but not 
always, connected to each other through fast local area 
networks. Clusters are usually deployed to improve 
performance and availability over that of a single computer, 
while typically being much more cost-effective than single 
computers of comparable speed or availability 

Consolidation Consolidation (or data consolidation) is the procedure through 
which you install a central data storage unit to keep all 
databases easy to access. Consolidation is not unlike data 
center migrations but the focus is on having the files in a 
specified location rather than actually moving them around. 

DAO C++ It stands for Dynamic Aspect Oriented C++ language, which 
is an extension to the C++ language and it is used along with 
tools for dynamic weaving. 
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DBMS A Database Management System is a set of computer 
programs that controls the creation, maintenance, and 
the use of a database. It allows organizations to place 
control of database development in the hands of 
database administrators (DBAs) and other specialists. A 
DBMS is a system software package that helps the use 
of integrated collection of data records and files known 
as databases 

DDL Data Definition Language is a subset of SQL and it has a set 
of commands such as alter table which allow a database 
programmer to change the definition of various objects in the 
database. Using this set of commands columns can be added 
to a table, deleted from a table or simply altered whenever the 
programmer wants to. 

DTD Document Type Definition is a set of markup 
declarations that define a document type for SGML-
family markup languages (SGML, XML, HTML). 
DTDs were a precursor to XML schema and have a 
similar function, although different capabilities.  

DTDs use a terse formal syntax that declares precisely 
which elements and references may appear where in the 
document of the particular type, and what the elements’ 
contents and attributes are. DTDs also declare entities 
which may be used in the instance document. 

DynInst This abbreviation is twofold; it is a short for dynamic 
instrumentation, but it is also an API that provides a machine 
independent interface that permits creation of tools that use 
runtime code patching and to keep a small and easy to 
understand interface. 

Failover Failover is the capability to switch over automatically to a 
redundant or standby computer server, system, or network 
upon the failure or abnormal termination of the previously 
active application, server, system, or network 

FIFO FIFO is an acronym for First In, First Out, an abstraction in 
ways of organizing and manipulation of data relative to time 
and prioritization. This expression describes the principle of a 
queue processing technique or servicing conflicting demands 
by ordering process by first-come, first-served (FCFS) 
behaviour: what comes in first is handled first, what comes in 
next waits until the first is finished, etc. 

GUI Graphical user interface (GUI, sometimes pronounced gooey) 
is a type of user interface that allows users to interact with 
electronic devices with images rather than text commands. A 
GUI represents the information and actions available to a user 
through graphical icons and visual indicators such as 
secondary notation, as opposed to text-based interfaces, typed 
command labels or text navigation. 
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ITIL The Information Technology Infrastructure Library (ITIL) is 
a set of concepts and practices for Information Technology 
Services Management, Information Technology (IT) 
development and IT operations. 
 
ITIL gives detailed descriptions of a number of important IT 
practices and provides comprehensive checklists, tasks and 
procedures that any IT organization can tailor to its needs. 
ITIL is published in a series of books, each of which covers 
an IT management topic. The names ITIL and IT 
Infrastructure Library are registered trademarks of the United 
Kingdom's Office of Government Commerce. 

JPDA The Java Platform Debugger Architecture is a collection of 
APIs to debug Java code: Java Debugger Interface (JDI), Java 
Virtual Machine Tools Interface (JVMTI), Java Virtual 
Machine (JVM), Java Virtual Machine Debug Interface 
(JVMDI), and  Java Debug Wire Protocol (JDWP). 

Mutex Mutual exclusion (often abbreviated to mutex) algorithms are 
used in concurrent programming to avoid the simultaneous 
use of a common resource, such as a global variable, by 
pieces of computer code called critical sections.  

ODBC Open Database Connectivity provides a standard software 
interface for accessing database management systems 
(DBMS). The designers of ODBC aimed to make it 
independent of programming languages, database systems, 
and operating systems. 

Probe A probe is generally defined as a small, constrained, 
noninvasive piece of code, which gets injected into the target 
system. 

SLA A Service Level Agreement is a part of a service contract 
where the level of service is formally defined. In practice, the 
term SLA is sometimes used to refer to the contracted 
delivery time (of the service) or performance. As an example, 
internet service providers will commonly include service 
level agreements within the terms of their contracts with 
customers to define the level(s) of service being sold in plain 
language terms. In this case the SLA will typically have a 
technical definition in terms of Mean Time Between Failures 
(MTBF), Mean Time to Repair or Mean time to recovery 
(MTTR); various data rates; throughput; jitter; or similar 
measurable details. 

Smart pointer In computer science, a smart pointer is an abstract data type 
that simulates a pointer while providing additional features, 
such as automatic garbage collection or bounds checking. 
These additional features are intended to reduce bugs caused 
by the misuse of pointers while retaining efficiency. Smart 
pointers typically keep track of the objects they point to for 
the purpose of memory management. 
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SPA SPA or Sense-Plan-Act is corresponding to a robot’s behavior 
that is a three-step behavior initiated by senses, analyzed 
according to plans, which tells how to act. 

XML Extensible Markup Language (XML) is a set of rules for 
encoding documents in machine-readable form. It is 
defined in the XML 1.0 Specification produced by the 
W3C, and several other related specifications, all gratis 
open standards. 

XML's design goals emphasize simplicity, generality, 
and usability over the Internet. It is a textual data format 
with strong support via Unicode for the languages of the 
world. Although the design of XML focuses on 
documents, it is widely used for the representation of 
arbitrary data structures, for example in web services. 
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8  App end i c e s  
 

8.1 Appendix A - Source code snippets 
 

8.1.1 Database scripts 
 
CREATE TABLE [dbo].[MESSAGE_QUEUE]( 
[MESSAGE_ID] [int] IDENTITY(1,1) NOT NULL, 
[MESSAGE_GUID] [uniqueidentifier] NOT NULL CONSTRAINT 
[DF_MESSAGE_QUEUE_MESSAGE_GUID]  DEFAULT (newid()), 
[CREATED_TIME] [datetime] NOT NULL CONSTRAINT 
[DF_MESSAGE_QUEUE_CREATED_TIME]  DEFAULT (getdate()), 
[MODIFIED_TIME] [datetime] NOT NULL CONSTRAINT 
[DF_MESSAGE_QUEUE_MODIFIED_TIME]  DEFAULT (getdate()), 
[STATUS] [nvarchar](256) NOT NULL, 
[SENDER] [nvarchar](256) NOT NULL, 
[SUBJECT] [nvarchar](256) NOT NULL, 
[SUMMARY] [nvarchar](max) NULL, 
[MESSAGE] [xml] NOT NULL 
) 

Data Definition for the message queue database table 

 
CREATE TABLE [dbo].[METADATA]( 
[METADATA_GUID] [uniqueidentifier] NOT NULL CONSTRAINT 
[DF_METADATA_METADATA_GUID]  DEFAULT (newid()), 
[NAME] [nvarchar](256) NOT NULL, 
[TYPE] [nvarchar](50) NOT NULL, 
[FORMAT] [xml] NOT NULL 
) 
 
CREATE UNIQUE NONCLUSTERED INDEX [IX_UNIQUE_EVENTNAME] ON 
[dbo].[METADATA]  
( 
[NAME] ASC 
)  

Data Definition for the metadata database table 
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CREATE TABLE [dbo].[TRACE]( 
[EVENTSCHEME_ID] [int] IDENTITY(1,1) NOT NULL, 
[EVENTSCHEME_GUID] [uniqueidentifier] NOT NULL CONSTRAINT 
[DF_Table_1_TRACE_GUID]  DEFAULT (newid()), 
[EVENTSCHEME_DATE] [datetime] NOT NULL CONSTRAINT 
[DF_EVENT_SCHEME_EVENTSCHEME_DATE]  DEFAULT (getdate()), 
[EVENTSCHEME_STATUS] [int] NOT NULL CONSTRAINT 
[DF_EVENT_SCHEME_EVENTSCHEME_STATUS]  DEFAULT ((0)), 
[EVENT_NAME] [nvarchar](256) NOT NULL, 
[EVENT_TYPE] [nvarchar](50) NOT NULL, 
[EVENT_SEVERITY] [nvarchar](50) NOT NULL, 
[SEQ_NAME] [nvarchar](50) NOT NULL, 
[SEQ_NUMBER] [int] NOT NULL, 
[SEQ_SIZE] [int] NOT NULL, 
[EXECUTABLE] [nvarchar](256) NOT NULL, 
[FILENAME] [nvarchar](256) NULL, 
[LINENUMBER] [int] NULL, 
[PROCESS_ID] [int] NULL, 
[THREAD_ID] [int] NULL, 
[CLASS_NAME] [nvarchar](256) NULL, 
[METHOD_NAME] [nvarchar](256) NOT NULL, 
[DIRECTION_TYPE] [nvarchar](50) NOT NULL, 
[MESSAGE_ID] [int] NOT NULL CONSTRAINT [DF_EVENT_SCHEME_MESSAGE_ID]  
DEFAULT ((0)), 
[REF_MESSAGE_ID] [int] NOT NULL CONSTRAINT 
[DF_EVENT_SCHEME_REF_MESSAGE_ID]  DEFAULT ((0)) 
)  

Data Definition for the trace (event scheme) database table 

 
Please find the rest of the SQL snippets for construction of the database tables in the source 
archive enclosed with this thesis. 

    



87 
 

8.2 Appendix B – Metadata 
 
<event cmd="create" severity="info"> 
  <executable>sampleservice.exe</executable> 
  <name>File Writing</name> 
  <category>Normal operation</category> 
  <set> 
    <sequence name="WriteFile"> 
            <pattern sequence="1"> 
      <class>FileThread</class> 
      <method>isTerminated</method> 
            </pattern> 
            <pattern sequence="2"> 
      <class>FileThread</class> 
      <method>waitForLock</method> 
            </pattern>  
            <pattern sequence="3"> 
      <class>FileThread</class> 
      <method>writeToFile</method> 
            </pattern>              
            <pattern sequence="4"> 
      <class>FileThread</class> 
      <method>releaseLock</method> 
            </pattern>              
    </sequence> 
  </set> 
</event> 

Simple event used for the proof of concept 

<event cmd="create" severity="error"> 
  <executable>sampleservice.exe</executable> 
  <name>Database Error</name> 
  <category>Database connectivity</category> 
  <set> 
    <sequence name="ConnectionFailed"> 
            <pattern sequence="1"> 
      <class>DatabaseThread</class> 
      <method>reopen</method> 
            </pattern> 
            <pattern sequence="2"> 
      <class>DatabaseThread</class> 
      <method>open</method> 
            </pattern>             
    </sequence> 
  </set> 
</event> 

Simple event used for the proof of concept 
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<event cmd="create" severity="info"> 
  <executable>sampleservice.exe</executable> 
  <name>Database Writing</name> 
  <category>Normal operation</category> 
  <set> 
    <sequence name="WriteDatabase"> 
            <pattern sequence="1"> 
      <class>DatabaseThread</class> 
      <method>isTerminated</method> 
            </pattern> 
            <pattern sequence="2"> 
      <class>DatabaseThread</class> 
      <method>waitForLock</method> 
            </pattern>  
            <pattern sequence="3"> 
      <class>DatabaseThread</class> 
      <method>writeToDatabase</method> 
            </pattern>                          
            <pattern sequence="4"> 
      <class>DatabaseThread</class> 
      <method>releaseLock</method> 
            </pattern>              
    </sequence> 
  </set> 
</event> 

Simple event used for the proof of concept 

 
<event cmd="create" severity="info"> 
  <executable>TelnetServer.exe</executable> 
  <name>Telnet Signon</name> 
  <category>Normal operation</category> 
  <set> 
    <sequence name="signon"> 
            <pattern sequence="1"> 
      <class>Telnet</class> 
      <method>allowDesktopAccess</method> 
            </pattern> 
            <pattern sequence="2"> 
      <class>Telnet</class> 
      <method>setSidOnAcl</method> 
            </pattern>                    
    </sequence> 
  </set> 
</event> 

Event for Telnet sign on 
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<event cmd="create" severity="info"> 
  <executable>TelnetServer.exe</executable> 
  <name>Telnet Signoff</name> 
  <category>Normal operation</category> 
  <set> 
    <sequence name="signoff"> 
     <pattern sequence="1"> 
      <class>Telnet</class> 
      <method>Close_Network</method> 
     </pattern>    
     <pattern sequence="2"> 
      <class>Telnet</class> 
      <method>Cycle</method> 
     </pattern>    
     <pattern sequence="3"> 
      <class>Telnet</class> 
      <method>StartNetwork</method> 
     </pattern>                
     <pattern sequence="4"> 
      <class>Telnet</class> 
      <method>Bind</method> 
     </pattern>      
     <pattern sequence="5"> 
      <class>Telnet</class> 
      <method>Listen</method> 
     </pattern>    
     <pattern sequence="6"> 
      <class>Telnet</class> 
      <method>Accept_Connection</method> 
     </pattern>                
    </sequence> 
  </set> 
</event> 

Event for Telnet signoff 
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<action cmd="create"> 
  <executable>sampleservice.exe</executable> 
  <name>No action needed</name> 
  <procedure> 
    <step sequence="1"> 
      <description>No action needed</description> 
      <command></command> 
    </step> 
    <events> 
 <event severity="info"> 
   <executable>sampleservice.exe</executable> 
   <name>File Writing</name> 
   <category>Normal operation</category> 
   <set> 
     <sequence name="WriteFile"> 
      <pattern sequence="1"> 
       <class>FileThread</class> 
       <method>isTerminated</method> 
      </pattern> 
      <pattern sequence="2"> 
       <class>FileThread</class> 
       <method>waitForLock</method> 
      </pattern>  
      <pattern sequence="3"> 
       <class>FileThread</class> 
       <method>writeToFile</method> 
      </pattern>              
      <pattern sequence="4"> 
       <class>FileThread</class> 
       <method>releaseLock</method> 
      </pattern>              
     </sequence> 
   </set> 
 </event> 
 

Simple action used for the proof of concept 
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 <event severity="info"> 
   <executable>sampleservice.exe</executable> 
   <name>Database Writing</name> 
   <category>Normal operation</category> 
   <set> 
     <sequence name="WriteDatabase"> 
      <pattern sequence="1"> 
       <class>DatabaseThread</class> 
       <method>isTerminated</method> 
      </pattern> 
      <pattern sequence="2"> 
       <class>DatabaseThread</class> 
       <method>waitForLock</method> 
      </pattern>  
      <pattern sequence="3"> 
       <class>DatabaseThread</class> 
       <method>writeToDatabase</method> 
      </pattern>                          
      <pattern sequence="4"> 
       <class>DatabaseThread</class> 
       <method>releaseLock</method> 
      </pattern>              
     </sequence> 
   </set> 
 </event> 
 <event severity="info"> 
   <executable>TelnetServer.exe</executable> 
   <name>Telnet Signoff</name> 
   <category>Normal operation</category> 
   <set> 
     <sequence name="signoff"> 
      <pattern sequence="1"> 
       <class>Telnet</class> 
       <method>Close_Network</method> 
      </pattern>    
      <pattern sequence="2"> 
       <class>Telnet</class> 
       <method>Cycle</method> 
      </pattern>    
      <pattern sequence="3"> 
       <class>Telnet</class> 
       <method>StartNetwork</method> 
      </pattern>                
      <pattern sequence="4"> 
       <class>Telnet</class> 
       <method>Bind</method> 
      </pattern>      
      <pattern sequence="5"> 
       <class>Telnet</class> 
       <method>Listen</method> 
      </pattern>    
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      <pattern sequence="6"> 
       <class>Telnet</class> 
                                                                                  <method> 
                                                                                      Accept_Connection 
                                                                                  </method> 
      </pattern>                
     </sequence> 
   </set> 
 </event> 
 <event severity="info"> 
   <executable>TelnetServer.exe</executable> 
   <name>Telnet Signon</name> 
   <category>Normal operation</category> 
   <set> 
     <sequence name="signon"> 
      <pattern sequence="1"> 
       <class>Telnet</class> 
       <method> 
                                                                                      allowDesktopAccess 
                                                                                  </method> 
      </pattern> 
      <pattern sequence="2"> 
       <class>Telnet</class> 
       <method>setSidOnAcl</method> 
      </pattern>                     
     </sequence> 
   </set> 
 </event>  
    </events> 
  </procedure> 
</action> 

Simple action continued 
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<action cmd="create"> 
  <executable>sampleservice.exe</executable> 
  <name>Recover database access</name> 
  <procedure> 
    <step sequence="1"> 
      <description>Stop database instance</description> 
      <command>net stop sqlserver</command> 
    </step> 
    <step sequence="2"> 
      <description>Check cabling</description> 
      <command></command> 
    </step>     
    <step sequence="3"> 
      <description>Start database instance</description> 
      <command>net start sqlserver</command> 
    </step>     
    <events> 
 <event severity="error"> 
   <executable>sampleservice.exe</executable> 
   <name>Database Error</name> 
   <category>Database connectivity</category> 
   <set> 
     <sequence name="ConnectionFailed"> 
      <pattern sequence="1"> 
       <class>DatabaseThread</class> 
       <method>reopen</method> 
      </pattern> 
      <pattern sequence="2"> 
       <class>DatabaseThread</class> 
       <method>open</method> 
      </pattern>             
     </sequence> 
   </set> 
 </event>  
    </events> 
  </procedure> 
</action> 

Simple action used for the proof of concept 
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8.3 Appendix C – Major design decisions 
 

8.3.1 Component connectability 
 
Issue How to connect components 
Decision A message queue is to be used to connect components. 
Status Accepted 
Group Architecture, Technology 
Assumptions Developers are specialists in C++.  

Developers are familiar with XML and message queues in general. 
Constraints Microsoft Windows compliant technology 
Positions  Message Queue Direct communication 

Components can be 
added and removed at 
runtime. 

Yes. No. 
Components must be 
known at start up. 

Requires interface 
changes. 

No. Yes, if the message 
structure is changed. 

Components can be 
connected from other 
computers. 

Yes. 
Only message 
queue library 
must be 
available. 

No… Only sort of… 
All libraries that 
communicate must be 
available and known by 
the other components. 

Support exchange of 
large messages 

Yes. 
Using a 
message 
repository 
allows several 
Giga bytes to be 
stored for 
transit. 

Yes. 
Large amount of data is 
very expensive and 
inappropriate in cross-
bound method calls. 

Communication type Asynchronous 
communication. 
Components are 
working 
independently 
without busy-
waits.   

Synchronous 
communication. 
Components are called 
in a sequential order and 
it is difficult to upscale 
by increasing the 
available resources due 
to the tight coupling. 

 

Argument It is chosen to use a message queue because it is possible to add components at 
runtime and placing them on different locations / computers without the need for 
recompilation and interface changes. Secondly, it is easier to upscale i.e. by 
increasing the number of available resources or by adding another Windows service 
to be monitored. 

Implications The message queue requires a place to store the data in transit.  
Related decisions What kind of message queue must be used 
Related 
requirements 

 

Related artifacts  
Related 
principles 

Build before buy due to low investment costs. 

Notes  
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8.3.2 Connectability technology 
 
Issue What kind of message queue must be used 
Decision An own implementation of a message queue is to be used. 
Status Accepted 
Group Technology 
Assumptions Developers are specialists in C++.  

Developers are familiar with implementation of message queues.  
Developers know how the publisher / subscriber mechanism is working. 

Constraints Microsoft Windows compliant technology 
Positions  Own 

implementation 
Microsoft  
Message 
Queuing  

Tibco Message 
Service 

Reliable provider Yes, but time 
for bug fixing 
might be 
needed. 
Instant bug 
fixing is 
possible. 

Yes, but bug 
fixes must be 
targeted for 
new and 
scheduled 
versions. 

Yes, but bug 
fixes must be 
targeted for 
new and 
scheduled 
versions. 

Technical 
support 

Yes. No. Yes, but 
requires a fee. 

Customizable Yes. No. No. 
Source available Yes. No. No. 
Licensed No. Yes. Yes. 

 

Argument It is chosen to use an own implementation of the message queue. The reason for this 
is that it can be customized entirely and the required- and provided assumptions are 
already known. 

Implications The use of a database requires a connectivity client to be used. 
Related decisions How to connect components 
Related 
requirements 

 

Related artifacts  
Related 
principles 

Build before buy due to low investment costs. 

Notes  
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8.3.3 Message format 
 
Issue What message format must be used 
Decision The messages are transferred in XML 
Status Accepted 
Group Technology. 
Assumptions Developers are specialists in C++.  

Developers are familiar with XML. 
Constraints  
Positions  XML Comma- or 

semicolon 
separated files 

Memory 
file 

Format is self-
described 

Yes. Yes, if a header is 
included. 

No. 

Format is easy to 
read 

Yes. Yes, but it can be 
difficult if many 
fields. 

No. 

Parser exists Yes. No. No. 
Validation 
mechanisms exists 

Yes, by either 
DTD or 
schema. 

No. No. 

Large data 
supported. 

Yes. 
All data can 
be placed in 
its own tag, 
and data that 
cannot be 
parsed can be 
placed in a 
CDATA 
section. 

No. Yes. 

 

Argument It has been chosen to use XML because it is an easy to read and a self-describing 
format, where validation mechanisms and parsers already exist. 

Implications An XML parser must be used to parse and manipulated the data, but several exists 
for free. 

Related decisions What kind of message queue must be used 
How to connect components 

Related 
requirements 

 

Related artifacts  
Related 
principles 

Build before buy due to low investment costs. 

Notes  
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8.4 Appendix D – Formats 
 

8.4.1 Document type definitions 
In the following the overall structure of the message used by the message queue is described in 
the terms of a decentralized DTD due the support for XML and the argumentation above. The 
DTD can be embedded in top of the XML to validate the XML messages that are published to 
the message queue.   
 
<!DOCTYPE message [ 

<!ELEMENT message (header, body)> 

<!ELEMENT header  (id?, date?, sender, status?, subject)> 

<!ELEMENT id      (#PCDATA)> 

<!ELEMENT date    (#PCDATA)> 

<!ELEMENT sender  (#PCDATA)> 

<!ELEMENT status  (#PCDATA)> 

<!ELEMENT subject (#PCDATA)> 

<!ELEMENT body    (ANY)> 

]> 

Definition of Message Queue format 

Low level traces are transformed to abstract categories and high level events by connecting the 
low level traces and high level metadata by the name of the executable. This is also the reason 
why the name of the executable is included in the low level traces. 
 
<!DOCTYPE trace [ 

<!ELEMENT trace        (component, object)> 

<!ELEMENT component    (filename, lineno?, executable,   

                        processid, threadid)> 

<!ELEMENT object       (class?, method)> 

<!ELEMENT filename     (#PCDATA)> 

<!ELEMENT lineno       (#PCDATA)> 

<!ELEMENT executable   (#PCDATA)> 

<!ELEMENT processid    (#PCDATA)> 

<!ELEMENT threadid     (#PCDATA)> 

<!ELEMENT class        (#PCDATA)> 

<!ELEMENT method       (#PCDATA)> 

<!ATTLIST method event (entry | exit) #REQUIRED> 

]> 

Definition of the trace type 

Depending on the complexity of the events, they can consist of either one or more traces, where 
the sequence might be essential to a specific event. The sequences can be determined by pattern, 
which can be scribed by regular expressions (cf. section 3.4.1). In [15] a number of regular 
expressions have been used to clarify certain patterns. The regular expressions were used in a 
certain predefined sequence to determine the different levels of abstraction. 
  



98 
 

 
<!DOCTYPE event [ 

<!ELEMENT event      (executable, name, category, set) 

<!ELEMENT set        (sequence+)> 

<!ELEMENT sequence   (pattern+, traces?)> 

<!ELEMENT traces     (trace+)> 

<!ELEMENT executable (#PCDATA)> 

<!ELEMENT name       (#PCDATA)> 

<!ELEMENT category   (#PCDATA)> 

<!ELEMENT pattern    (#PCDATA)> 

<!ATTLIST pattern sequence (#PCDATA) #REQUIRED> 

<!ATTLIST event cmd (create | modify | delete) #IMPLIED> 

<!ATTLIST event severity (info | warn | error) #REQUIRED> 

]> 

Definition of the event type 

The determination of metadata for the proof of concept will use a combination of XPath16 
expressions and regular expressions. The metadata is structured in a XML DOM17 tree and 
XPath is used to search through the tree. The events in the DOM tree might include regular 
expressions that can be used to determine the patterns. These regular expressions are to be the 
used with XPath expressions. 
 
The regular expressions are sequentially evaluated to match the simplest elements first and 
determine elements that start an event sequence. For elements that start an event sequence, it 
continues to find the next element in the sequence until all elements in event sequence have 
been found. Matching the entire sequence is equal to the match of an event. 
 
 
<!DOCTYPE action [ 

<!ELEMENT action        (executable, name, procedure)> 

<!ELEMENT procedure     (step+, events?)> 

<!ELEMENT events        (event+)> 

<!ELEMENT step          (description, command?)> 

<!ELEMENT name          (#PCDATA)> 

<!ELEMENT description   (#PCDATA)> 

<!ATTLIST step sequence (#PCDATA) #REQUIRED> 

<!ATTLIST action cmd (create | modify | delete) #IMPLIED> 

]> 

Definition of the action type 

  

                                                      
 
 
 
 
 
16 XPath is an abbreviation for XML Path language and it is a query language. 
17 DOM is an abbreviation for Document Object Model 
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<!DOCTYPE command [ 

<!ELEMENT command       (executable, name, interface)> 

<!ELEMENT interface     (path, workpath?, cmdline, args?)> 

<!ELEMENT name          (#PCDATA)> 

<!ELEMENT path          (#PCDATA)> 

<!ELEMENT workpath      (#PCDATA)> 

<!ELEMENT cmdline       (#PCDATA)> 

<!ELEMENT args          (#PCDATA)> 
]> 

Definition of the command type 

All events have a severity and the events are related to a set of actions. These actions contain a 
textual description that can be read by human beings and a computerized command that can be 
fired against the target system.   
 
 
<!DOCTYPE request [ 

<!ELEMENT request  (trace)> 

]> 

Definition of the request type 

 
<!DOCTYPE change [ 

<!ELEMENT change   (events?, actions?)> 

<!ELEMENT events   (event+)> 

<!ELEMENT actions  (action+)> 

]> 

Definition of the change type 

Finally the definition for the uppermost messages needs to be determined. Two kinds of 
messages have been identified. A request that is used when an unknown trace is received and a 
change that is used when events and actions changed according to requests and externals such as 
user-defined actions. 
 
The request is the simplest message. It is just containing the unknown trace that needs an event 
to describe and categorize it for further actions. 
 
A request is answered with a change if it is possible. A change is containing updated events, 
actions or both. An unknown trace is received by the request message, which is either added to 
an existing event or to a newly created event that is returned to the message queue by the change 
message. 
 
All of these definitions are also representing the metadata of the proof of concept even that the 
trace type is extremely low level. The trace type has been aggregated into the event type and 
request type and it makes it indirectly part of the metadata domain.  
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8.4.2 Data format validation 
The following taxonomy outlines pros and cons for both validation techniques. 
 

 DTD validation Schema validation 

Advantages Industry-standard. 
Compact format. 
It provides methods for 
restricting, or forcing, the 
type or format of an 
element. 
It describes how the 
elements are grouped, 
nested or used within the 
XML. 

Industry-standard. 
Support for primitive (built-in) data types. 
The ability to define custom data types. 
Compatibility for other XML 
technologies i.e. Web services. 
It describes how the elements are 
grouped, nested or used within the XML. 
It provides methods for restricting, or 
forcing, the type or format of an element. 
It is written in XML and thusly follows 
the same rules. 

Disadvantages No support for primitive 
data types and custom data 
types. 
Only two types of data 
supported; PCDATA and 
CDATA. 
It is written in a completely 
different language than 
XML. 

Not a compact format. 
 

Comparing DTD and schema validation 

Due to the taxonomy above, which outlines pros and cons for both validation methods, the 
primarily weight is based on whether the format is compact or not. The reason for this is that 
when embedding the validation scheme in the message it must be as small as possible to keep 
the size of the message as small as possible. Even that the schema supports much more features 
than the DTD; it has been chosen to use the DTD approach because of its compactness and the 
features in the schema are rather nice to have than need to have. 
 
 Centralized  Decentralized 

Advantages Maximized control, the 
message structure is 
validated centrally. 

More flexibility. 
A message type can be changed without 
all components for validation need to be 
updated. 

Disadvantages Less flexibility. 
Changing one message type 
requires an update of all 
components that make a 
validation. 

Difficult to control the entire message 
structure from a central point. 
Management of several validation 
schemes. 

 Centralized validation vs. decentralized validation 

Choosing either a centralized or decentralized validation by DTD takes the following into 
consideration. First of all it should be avoided to restrict the message queue to few message 
types because it must be possible to extend the message queue by any messages due to future 
requirements. Secondly, every dispatcher is responsible for their own messages and the 
principles for division of labor are highly desirable. The development of a component that does 
only affect one message type does not need to have a DTD describing all message types. It can 
be confusing to the developers and it takes valuable time. 


